

































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































devised. Although it seems unnecessary to parameterize initialization, we will use it later
when we can take advantage of it. We have chosen to inherit from OrderedCollection
since this class already can be used in a stack-like fashion; it should therefore be easy to
extend.

Class UselessStack
class name UselessStack
superclass OrderedCollection

instance variable names pushesDone color
class methods
creation
new
Tsuper new privateStackinitialize: 0
new: anlinitialSize
T(super new: aninitialSize) privateStackinitialize: 0
instance methods

accessing

push: anObject
pushesDone « pushesDone + 1
Tself addLast: anObject

Tself removelast

Tself last

monitoring tests

TpushesDone
TpushesDone - self size

T2 * pushesDone - self size
color manipulation

color
Tcolor
color: aNewColor
Tcolor « aNewColor

private
privateStackinitialize: anlnitialValue
pushesDone « anlinitialValue

The above seems sufficient but experimentation will confirm that it is not adequate.
For example, suppose we create a stack and associate color #red with it. After pushing and
popping for a while, inspecting the stack will show that pushesDone has an incorrect value
and that color has been reset to nil. Debugging can be used to locate the culprit, in this case
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the grow operation. Once the stack grows in size beyond its initial space requirements, the
addLast: operation automatically grows it. However, the grow method appears as follows:

grow
| newSelf |

newSelf « self species new: self size + self growSize.
self do: [:each | newSelf addLast: eachl.
self become: newSelf

The problem is that newSelf above is a new stack. Because we specifically designed
new: for stacks to initialize pushesDone, it is reset to zero and left at that value (addLast:
does not modify pushesDone). In this new stack, color is untouched and therefore contains
the default value nil. A solution is to provide our own grow as follows:

grow
| savedPushesDone savedColor |
savedPushesDone « pushesDone. savedColor « color.
super grow.
pushesDone « savedPushesDone. color ¢« savedColor

By now you should have guessed the general problem. Any operation that creates a
new version of an existing stack instance will fail to properly initialize the additional fields.
It is not that easy to find all such methods. Some that immediately come to mind include
reverse, collect:, select:, reject:, and copy. Also, inherited operations like copyEmpty,
copyWith:, copyWithout:, copyReplaceAll:, concatenation (operation °,’), and
removeAllSuchThat: can also be a problem,

There are generally two solutions open to Smalltalk programmers: redefinition or
generalization. We will consider both independently.

* The redefinition approach: Redefine the methods that are incorrect by inheriting
the incorrect behavior and initializing the new instance variables (usually, this just
means copying them).

* The generalization approach: Generalize the methods 1o avoid the problem in
the future. Only Smalltalk is powerful enough to permit users the generalization
luxury.

For the redefinition approach, each misbehaving method must be locally redefined as
we have done for grow. Two additional examples include

collect: aBlock
| result |
result « super collect: aBlock.
result privateStacklnitialize: self size. “it is a new stack”
result color: self color.
Tresult

select: aBlock
| result |
result « super select: aBlock.
result privateStackinitialize: self size. "It is a new stack"®
result color: self color.
Tresult
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For the generalization approach, we need to find a technique that can make the
introduction of new collection subclasses relatively easy; e.g., by requiring the user to
provide a pre-specified number of special methods. A simple technique is suggested by an
instance method already provided for OrderedCollection and SortedCollection; i.c.,
copyEmpty, which can be interpreted as “create me a copy with the same fields as the
receiver but without elements” (for subsequent addition). For simplicity, we can actually
permit this operation on arbitrary objects. We add instance methods copyEmpty and
copyEmpty: corresponding to class methods new and new: respectively to class Object.

Tself class new

copyEmpty: anlnitialSize
Tself class new: anlnitiaiSize

All methods explicitly creating new collections for the purposes of transferring
elements (possibly modified) from an old collection are modified to use copyEmpty and
copyEmpty: instead. For example, method collect: in Collection is modified as follows:

Old version

collect: aBlock
*Evaluates aBlock with each of the receiver's elements as the argument. Collects

the resuiting values into a collection that is like the receiver. Returns the new
collection.”

| newCollection |

newCollection « self species new.

self do: [:each | newCollection add: (aBlock value: each}l.
ThewCollection

New version

collect: aBlock
*Evaluates aBlock with each of the receiver's elements as the argument. Collects

the resulting values into a collection that is like the receiver. Returns the new
collection.”

| newCollection |

newCollection « self copyEmpty.

self do: [:each | newCollection add: (aBlock value: each)).
ThewCollection

Although finding such methods is difficult in general, the problem is not so difficult
in this situation — the majority of the methods can be found using the browser by locating
all users of species. Note that the modification actually eliminates the need for the species
concept discussed in Sect. 8.1.4. For instance, there are currently four species methods
implemented in Smalltalk. Consider the species instance method in class Inverval, for

example — it simply returns the Array class. We can remove the species method and
replace it by

copyEmpty: aninitialSize
Array new: aninitialSize
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For our UselessStack, we need to provide initialize, copyEmpty, and copyEmpty:.
However, the addition of a history dependent variable pushesDone complicates the issue.
Normally, copyEmpty and copyEmpty: would be designed to simply copy all new fields.
At the very least, when a new stack is constructed, we would like pushesDone to
correspond to the number of pushes required to construct the stack manually (independent of
the number actually used in the source stack). The easiest solution is to modify addLast:
rather than push: to perform the counting and to reimplement grow to preserve the value in
pushesDone as follows:

Class UselessStack
class name UselessStack
superclass OrderedCollection

instance variable names pushesDone color
class methods
creatjon

new
Tsuper new initialize
new: anlinitialSize
T(super new: aninitialSize) initialize

instance methods
accessing

addLast: anObject

pushesDone « pushesDone + 1

Tsuper addLast: anObject
addFirst: anObject

Tself error: ‘cannot add elements to bottom of a stack’
push: anObject

Tself addLast: anObject

Tself removeLast

Tself last

monitoring tests

TpushesDone

TpushesDone - self size
pushesAndPopeDone

T2 * pushesDone - self size
color manipulation
Teolor

color: aNewColor
Teolor « aNewColor
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subclass extension operations

initialize
super initialize “To initialize fields inherited from the hierarchy”
pushesDone « 0
color « #grey "or any other default color”

| aCopy |

aCopy « self class new. "Now pushesDone is 0 but color is grey”
aCopy color: self color.
TaCopy

copyEmpty: anlnitialSize
| aCopy |

aCopy « self class new: anlnitialSize. "Now pushesDone is 0 but color is grey"
aCopy color: self color.
TaCopy

grow
| savedPushesDone savedColor |
savedPushesDone « pushesDone. savedColor « color.
super grow.
pushesDone « savedPushesDone. color « savedColor

We can also further generalize new (and new:) to initialize by default by providing a
nonlnitializingNew (and nonlnitializingNew:). New subclasses would no longer have to
provide their own special version of new since the task would be subsumed by initialize.
See exercise 16 for a short discussion.

To summarize, creating a subclass of collection with its own instance variables will
usually require attention to the following considerations:

1. Determining which methods in the superclass can be inherited unchanged, which
need to be modified to report an error, and which need to be modified to behave
slightly differently.

2. Determining if the object constructors (usually new and new:) need to be written
locally to provide for special initialization requirements.

3. Determining which operations create new versions of existing collections and
redefining them locally so as to copy the instance variables from the old versions

to the new. Operations like grow, copy, select are typical methods needing
special treatment.

In general, problems (if any) will begin to surface only after extensive use of the new
class. It is even more crucial than usual to extensively test the new implementation,

8.6.2 Creating a Totally New Sharable Collection Class

One way to avoid the problems associated with the inheritance of methods that fail to work
for specializations is to avoid them by creating a totally new subclass of Object. The
challenge in this case is to provide enough of the traditional collection operations so that the
new class is still viewed logically as a member of Collection. We will consider doing this
for a class of collections that is well known to the Lisp and Prolog community; i.e., Lists.
By comparison with the existing collection classes, Lists provide a property that is lacking:
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sharability. A sharable data type is a class of objects satisfying the property that part of an
instance is itself a separate instance of the same class as the original and independently
manipulated as such by design. In Fig. 8.9, for example, lists L1 and L3 share the common
suffix Ly; Ly, Lo, and L3 are all independent lists.

L, 1

) logically denotes sharing links
but physically denotes pointers

Figure 8.9 The Lisp sharing model.

List instances can be partitioned into two classes: empty lists and non-empty lists. We
would like to be able to differentiate them without introducing a special instance variable for
the purpose. We also would like to provide multiple empty lists (by contrast with Lisp,
which provides only one empty list) to avoid special-cased semantics; e.g., copy will always
provide a new list independent of whether or not it is empty. Additionally, we would like to
provide a design that avoids the pervasive use of code that matches the following template:

receiver is empty
ifTrue: [Do the empty list case]
ifFalse: [Do the non-empty list case)

One solution is to adopt a design based on prototypes or exemplars; i.e., create two
specializations of lists, one for handling empty lists and another for handling non-empty
lists. Intuitively, we design as if we were implementing two sample lists: an empty sample
and a non-empty sample. This is exactly the same approach taken to implement class
Boolean with its two specializations True and False, each designed for its one instance
true and false respectively. Instead of having boolean operations that perform the
distinguishing test of the previous template, they are instead implemented differently for each
sample boolean or examplar as follows:

“for true” “for false”
and: anotherBoolean and: anotherBoolean
TanotherBoolean Ttalse

In our case, we design specializations EmptyList and NonEmptyList as shown in
Fig. 8.10. Non-empty lists are constructed via operation precede: (the object-oriented
equivalent to the Lisp cons operation), which simply encapsulates its two parameters. This
information can be subsequently retrieved using first and rest.

Because of the examplar-based design, first for empty lists reports an error whereas,
first for non-empty lists simply returns the first element of the list. Similarly, rest for
empty lists reports error, while rest for non-empty lists returns the remaining elements
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| Object J

i

List I

I EmptyList 1 I NonEmptyList I

EmptyList )

““““ denotes instance relationships
denotes inheritance relationships

L] denotes classes

denotes instances

Figure 8.10 A design using exemplars.

(uncopied). Another example would be operation size, which returns O for empty lists and 1
more than the size of the rest of the list for non-empty lists. In all cases, the need to perform
an explicit test to distinguish the two cases is avoided.

Rather than analyze the design in detail, we will simply present it and leave it for the
reader to discover the design issues underlying the implementation.

Class List
class name List
superclass Object

instance variable names "none*
class methods

creation

from: aCollection
| alList |
alist « self empty.
aCollection reverseDo: [:anObject | alist « aList precede: anObject].
TaList.
empty list creation

TEmptyList new
non-empty list creation

nonEmpty
TNonEmptyList new
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of: aCollection
| result |
result « self empty.
%Collection reverseDo: [:element | result « result precede: element].
result

with: element
Tself empty precede: element

with: element1 with: element2
T(self empty precede: element2) precede: element1

with: element? with: element2 with: element3
Tiself empty precede: clement3) precede: element2) precede: clement1

with: element1 with: element2 with: element3 with: element4
T(((self empty precede: elementd) precede: element3) precede: element2) precede: element1

instance methods

converting

asArray
| anArray nextElement |
anArray < Array new: self size. nextElement « 1.
self do: [:element | anArray at: nextElement put: element. nextElement «
nextElement + 1].
TanArray

asOrderedCollection
| collection |
collection « OrderedCollection new.
self do: [:element | collection add: element].
Teollection

asList
Tself copy

constructing

precede: anObject
"Works for both empty and non-empty lists.”
T(self class nonEmpty replaceFirst: anObject) replaceRest: self

Class EmptylList
class name EmptyList
superclass List

instance variable names “none"
instance methods

querying

isEmpty

Ttrue

366 Inside Smalltalk



Chapter 8 The Collection Classes

Lot f | e

comparing

= alist
TaList isKindOf: EmptyList

accessing

aliButlast
Tself error: ‘allButLast is not legal on empty lists'

element: position
Tself error: 'position outside bounds of list'

first
Tself error: ‘first is not legal on empty lists'

last
Tself error: 'last is not legal on empty lists'

prefix: newlength
newlength = 0 ifFalse: [Tself error: ‘illegal prefix length').
Tself class empty "Must make a copy®

rest
Tself error: ‘rest is not legal on empty lists’

rest: aninteger
aninteger = 0
ifTrue: [Tself]
ifFalse: [
Tself error: 'rest: aninteger on an empty list is legal only if aninteger = 0']

sublist: start for: size
size = 0 ifFalse: [Tself error: 'illegal sublist length'].
Tself class empty "Must make a copy"

sublist: start to: end
(start >= {end + 1)) ifFalse: [Tself error: 'illegal sublist length'].
Tself class empty “Must make a copy”

suffix: newlength
newlength = 0 ifFalse: {Tself ervor: ‘illegal suffix length'].
Tself "Must not make a copy"

constructing

copy
Tself class empty
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append: list
g;im isKindOf: List) ifFalse: [Tself error: *cannot append a nonlist to a list'].
list

follow: element
T(self class empty) precede: element

reverse
Tself class empty "Must make a copy”

destructive modifications

replaceFirst: element
Tself error: ‘replaceFirst is not legal on empty lists'

replaceRest: list
Tself error: 'replaceRest is not legal on empty lists'

printing

printOn: aStream
aStream nextPutAll: '()'

storeOn: aStream
aStream nextPutAll: '(List empty)'

sequencing

collect: block
Tself class empty

collect: block when: testBlock
Tself class empty

do: block
*Nothing to do; return self*

inject: value into: binaryBlock
Tself error: 'inject is not legal on empty lists*

reverseDo: block
“Nothing to do; return self"

Class NonEmptylist
class name NonEmptyList
superclass List

instance variable names firstPart restPart
instance methods
querying

isEmpty
Ttalse
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T1 + self rest longth

size
T1 + self rest longth

comparing

= alist
TaList isKindOf: NonEmptyList) and:
[self first = aList first and: [self rest = self rest]]

accessing

aliButLast
self rest i ty
ifTrue: [Tself class empty]
ifFalse: [T(self rest aliButLast) precede: (self first)]

element: position
position = 1 ifTrue: [Tself first).
position < 1
ifTrue: [Tself error: ‘illegal element position']
ifFalse: [ Tself rest element: position - 1]

first
TtirstPart

last
self rest isEmpty ifTrue: [ Tself first] ifFalse: [Tself rest last]

prefix: newlength
newlength <=0 ifTrue: [Tself class empty).
T(self rest prefix: newlength - 1) precede: (self first)

rest
TrestPart

rest: aninteger
aninteger < 0 ifTrue: {

Tself error: ‘rest: aninteger is legal only if aninteger >= 0 and <= list length').
aninteger = 0 ifTrue: (Tself].

aninteger = 1 ifTrue: [TrestPart] ifFalse: [TrestPart rest: aninteger - 1]

sublist: start for: size
T(self suffix: self length - start + 1) prefix: size

sublist: start to: end
T(self suffix: self length - start + 1) prefix: end - start + 1

suffix: newlength
| result size |
result « self. size « self length.
(newlength < 0) | (newlength > size) ifTrue: {Tself error: illegal suffix length'].
1 to: (size - newlength) do: [:i | result « result rest].
Tresult
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constructing

copy
Tself rest copy precede: self first

append: list
(list isKindOf: List) ifFalse: [Tself error: ‘cannot append a non-list to a list’].
T(self rest append: list) precede: (self first)

follow: element
T(self rest follow: element) precede: (self first)

reverse
Tself inject: self class empty into: [:result :element | result precede: element]

destructive modifications

replaceFirst: element
firstPart « element

replaceRest: list
(list isKindOf: List) ifFalse: [Tself error: ‘cannot replace the rest of a list by a non-list'].
restPart « list

printing

printOn: aStream
aStream nextPut: $(. self first printOn: aStream.
self rest do: {:element | aStream nextPut: $ . element printOn: aStream].
aStream nextPut: $)

storeOn: aStream
aStream nextPutAll: ‘(List empty precede: '. self first printOn: aStream.
self rest do: [:element |
aStream nextPutAll: ’; precede: ‘. element printOn: aStream].
aStream nextPut: $)

sequencing

collect: block
Tiself rest collect: block) precede: (block value: self first)

collect: block when: testBlock
(testBlock value: self first)
ifTrue: [
Tiself rest collect: block when: testBlock) precede: (block value: self first)]
ifFalse: [ T(self rest collect: block when: testBlock)]

do: block
block value: self first. self rest do: block

inject: value into: binaryBlock
| lastValue |
lastValue « value.
self do: [:element | lastValue « binaryBlock value: lastValue value: element).
TiastValue

reverseDo: block
self rest reverseDo: block. block value: self first
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8.7 SUMMARY

K

In this chapter, we have described the Collection classes — Smalltalk’s workhorse data
types. In particular, we have discussed the following notions:

¢ The physical and logical organization of the Collection and Stream classes.

¢  Approaches for creating, comparing, and sequencing over collections.

* The protocol supported by the keyed collection classes.

*  Dictionaries as array-like containers for objects associated with arbitrary keys.

* The association, array, and set protocol supported by dictionaries.

¢ The array and string protocol supported by arrays, ordered collections, strings and

their subclasses.

* The magnitude, string, and conversion protocol supported by classes String,

Text, and Symbol.

¢ The protocol supported by classes MappedCollection, RunArray, and In-

terval.

® Streams as mechanisms for accessing and modifying collections through inter—

ruptible sequencing.

® Read, write, read-write, and character streams.

* Filename as the interface with external streams (files).

¢ (Classes OrderedCollection, SortedCollection, and LinkedList as members
of the ordered classes and their detailed protocol.

* Set, IdentitySet, and Bag as unordered collections.
* Defining a new stack class — a pedagogic example illustrating possible pitfalls.
*  Anexemplar-based approach to the implementation of a shared List type.

8.8 EXERCISES

The following exercises may require some original thought, rereading some of the material,
and/or browsing through the system.

1.

Define some of the missing conver-
sion operations; e.g., asDiction-
ary.

Where should the methods bold,
italic, and underlined be added to
facilitate users? Define one of these
methods.

Some classes, like strings, have
comparison operations <, >, and =
defined on them, and yet they are not
subclasses of Magnitude. Why?

Chapter 8 The Collection Classes

In the section on adding your own
sequencing operations, we introduced
a do: for sequencing through the
digits of an integer. In this version,
the sign was ignored. Show what
changes are needed to associate the
sign with the leftmost digit.

Operations findFirst: and find-
Last: are defined either in abstract
class SequenceableCollection or
ArrayedCollection. First, decide
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10,

11.
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which class is logically correct for
the operation and then find out
whether or not this is the choice used
in the current system.

Devise an alternate strategy for type
conversion based on the notion that
all collections have a do: operation.
As a suggestion, consider adding
class methods like the following to
abstract classes Collection and
Stream (or to Object):

convert: aCollection

I newCollection |

newCollection « self new:
aCollection size.

aCollection do: [:element |
newCollection

add: element].

ThewCollection

Note that users would now make con-
version requests to the class; e.g.,
Dictionary convert: #(1 2 3) or Set
convert: #(1 2 2 3 3 3). How many
variations need to be added to permit
conversions between all classes?

Transform the existing findFirst:
method into ‘findNext: aBlock
after: aKey’. Similarly, transform
the findLast: method into ‘find-
Previous: aBlock before: aKey’.

Generalize associationsDo: and
keysDo: so that they also work for
arrayed collections.

Perform an experiment to determine
whether or not methods includes:,
includesAssociation:, and oc-
currencesOf: work correctly for
IdentityDictionaries. Performing such
experiments is a useful technique for
determining undocumented semantics
or verifying documented semantics.

Design additional operations for
OrderedCollection that eliminate
the first-occurrence bias of the basic
operations.

Provide alternative stream construc-
tion operations atBeginningOf:
and atEndOf: for on: and with: re-
spectively. Additionally, design a
variation positionedAt: that per-
mits more general initial position-

12.

13.

4.

15.

16.

17.

ing. None of these should make a
copy of the collection being
streamed over. Investigate the feasi-
bility of removing on: and with:
from the system.

Investigate the idea of changing the
semantics of the stream operation
contents so that it returns the orig-
inal collection rather than a copy.
One requirement, for instance, would
be the need to truncate the as yet un-
written parts of the collection; e.g.,
consider the printString method.

Locate and modify stream methods
through: and upTo: so that the
elements returned for ‘aStream
through: anObject’ include anObject
whereas those returned for ‘aStream
upTo: anObject’ exclude anObject.
Additionally, change the operations
so that they return all remaining
elements in the situation where no
element equal to anObject is found.

Design and implement a stream oper-
ation ‘upToAll: aCollection’ that
searches for the next occurrence of
aCollection and returns a collection
of the elements up to that point. The
stream is repositioned at the begin-
ning of the portion that matches
aCollection. If no such matching col-
lection is found, return the remain-
ing elements.

Redesign (and complete) the sequenc-
ing operations for streams so that
they have no side effects; i.e., once
complete they reposition the stream
to its original position.

Perform an experiment on the =
method for intervals by executing
the following:

| aninterval |
aninterval « 1 to: 10.
aninterval = anlnterval copy

If there is a problem, decide on a so-
lution and fix it.

Design method = for selected collec-
tions that lack it. In particular, de-
sign an = for streams that has no
side effects.
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18. Since most objects need to be initial-
ized to work properly, it is reason-
able to extend (or modify) the system
so that both class methods unini-
tializedNew (the old new) and an
initializing version (the new version)
be provided along with a default in-
stance method initialize as fol-
lows:

aClass new
Tself uninitializedNew initialize

anObject initialize

Tself "default is to do nothing”
When designing a new specializa-
tion, implementors would have to
provide their own version of ini-
tialize (when necessary) as follows:
anObject initialize

super initialize

specialization specific

initializations

Tself
There should be no need to provide a
special version of new. However, if
a version such as the following were

8.9 GLOSSARY AND IMPORTANT FACTS

The Abstract Collections

ArrayedCollection An abstract class for the
integer-keyed collections. Does not
include ordered collections.

Collection The most general abstract class. It
does not include streams as a subclass.

ExternalStream The most general abstract
class for streams that permit access to
files.

IntegerArray An abstract class for ByteArray
and WordArray.

InternalStream An abstract class for finite
streams on integer-keyed collections.
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TR

inadvertently provided, would its use
lead to infinite loops or simply be
inefficient?

aClass new
Tsuper new initialize
19. Design and implement additional set
and bag operations.

20. Design a variation of Interval that
can handle a geometric progression
(intervals currently handle an arith-
metic progression).

21. Investigate the correctness and feasi-
bility of providing the following
copyEmpty instance method in
Object.

copyEmpty
| aCopy |
aCopy « self class new.
1 to: self class instSize
do: [:component |
aCopy
instVarAt: component
put: (seif instVarAt:
component)}.
TaCopy

PositionableStream An abstract class for all
finite read and write streams that can
provide random access to arbitrary
locations in the stream.

PeekableStream An abstract class for all
finite read and write streams that can peek
at least one object ahead.

SequenceableCollection An abstract class for
the ordered classes (excluding streamable
classes and mapped collections).

Stream An abstract class for all streamable
collections.
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The Keyed Collections

Array A class that maintains a set of associa-
tions between integer keys and elements.
The keys must be integers in the range 1,
2, ..., anUpperBound where the upper
bound is determined at creation time. The
elements can be arbitrary objects. Arrays
do not expand automatically (hence, sub-
scripting out of bounds is a possible er-
ror). However, Arrays may be specifically
grown if desired.

ByteArray A special kind of array in which
the elements are integers restricted to the
range 0 to 255.

Dictionary An array-like class that maintains
a set of associations between keys and
elements. Both keys and elements can be
arbitrary objects. It differs from Identity-
Dictionary in that two keys match iff they
are equal; i.e., if key; = key,.
Dictionaries expand automatically as re-
quired. Specializations include System-
Dictionary, which has only one
instance named Smalltalk containing all
global variables, and LiteralDiction-
ary, which permits constants as keys
without allowing type conversion (thus,
keys 1 and 1.0 would be distinct — this is
not the case for Dictionary).

IdentityDictionary An array-like class that
maintains a set of associations between
keys and elements. Both keys and ele-
ments can be arbitrary objects. Two keys
match iff they are identical; i.e., if
key; == key,. Identity dictionaries ex-
pand automatically as required. A special-
ization is MethodDictionary, used by
Smalltalk to maintain compiled code.

Interval A special kind of integer array that
specifies an arithmetic sequence. The se-
quence is determined at the time the in-
stance is created and may not be changed
or grown. It is usually used for looping
control. Specialization TextLinelInter-
val is used for managing paragraphs of
text and is not intended for public use.
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MappedCollection A special kind of array
that provides access to another array via a
subscript map. For example, if map; maps
subscript i to subscript j (say) and array;
contains elements accessible by subcript i,
then a mapped collection test; can be
constructed from map; and array; such
that accessing test; with i is equivalent to
accessing array| with map; of i. For ex-
ample, in a Pascal-like syntax, testy [i] ==
array; [map, [i]]. MappedCollections may
not be grown.

OrderedCollection A container for arbitrary
objects. The sequence used for entering the
elements determines the order — typical
operations are provided for adding at the
beginning or the end of the collection.
Ordered collections are automatically ex-
panded when more room is needed.

RunArray A special kind of array that is
space efficient if it contains long runs of
equal values. RunArrays may not be
grown.

SortedCollection A special kind of ordered
collection that sorts its elements accord-
ing to a predefined sort block. The default
sort block bases the sort on comparison
operation <=,

String A special kind of array in which the
elements are characters. It is also logically
a Magnitude; i.e., it permits comparisons
using <, >, =, <=, >=, and ~=. Strings may
be grown if explicitly requested.

Symbol A special kind of string that denotes
a name. All symbols with the same charac-
ters are identical; i.e., if symboly =
symbolg, then symbol; == symbol,.
Symbols cannot be grown.

Text A special kind of string with associated
font information. Texts may be grown if
explicitly requested.

WordArray A special kind of array in which
the elements are integers restricted to the
range 0 to 65,535.
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The Streamable Collections

Filename A special interface class for
keeping track of a file via a name provided
as a string; provides access to external
streams for manipulating the file contents.

Random An infinite stream of reals in the
range 0.0 to 1.0 exclusive of the end
points.

ReadStream A finite stream that permits
elements of an arbitrary collection to be
read (accessed). Repositioning within the
stream is also possible.

Remaining Ordered Collections

LinkedList A special kind of ordered collec-
tion in which the elements must be of

The Unordered Collections

Bag (logically an equality bag) An arbitrary
collection of objects with equality dupli-
cates allowed; an element is an equality
duplicate if it is equal (operation =) to an-
other element. The elements in a bag are
normally accessible in some arbitrary
order. Duplicates are maintained by keep-
ing only one representative element along
with a count. Bags are automatically ex-
panded when more room is needed.

IdentitySet An arbitrary collection of ob-
jects in which identity duplicates are dis-
carded; an element is an identity duplicate
if it is identical (operation ==) to another
element. The elements in an identity set
are normally accessible in some arbitrary
order. Identity sets are automatically ex-
panded when more room is needed.

selected terminology

becoming An operation that transforms one
object A into another object B by redirect-
ing all A-references to B (and vice versa).

container An object that can contain many
other objects.
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ReadWriteStream A finite stream that per-
mits both access and modification to the
elements (including addition) in a sequen-
tial fashion and additionally provides
repositioning capabilities.

WriteStream A finite stream that permits
elements to be overwritten (or added) to an
arbitrary collection. Repositioning within
the stream is also possible.

type Link. It is currently used only by the
system for process management.

Set (logically an equality set) A variation of
an identity set (or bag) in which equality
duplicates are discarded. Sets are also auto-
matically expanded when more room is
needed.

destructive Having side-effects on (modify-
ing) the receiver.
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emphasis Additional text information such as
bold, underlined, and italic. The actual
codes include (0) basal, (1) bold, (2) italic,
(3) boldltalic, (4) underlined, (8) over-
Struck, (16) subscripted, (32) superscrip-
ted, (20) subscriptedUnderlined, and (36)
superscriptedUnderlined.

growing The act of extending a collection so
that it can accommodate additional ele-
ments.

map A keyed collection that is used to trans-
form a user subscript into a more appro-
priate internal subscript.

mappee The collection accessed indirectly via
the map.

matching A term used to describe the opera-
tion used to compare elements — the
matching operation for identity sets is
identity, and for sets it is equality. Also a
specific string operation matchFor:.

important facts

Experts use inject:sinto: Novices tend to
overuse sequencing operation do: even
when more appropriate operations like in-
ject:into: are available.

Most applicable conversions X asOrdered-
Collection, X asSet, X asArray.

No abstract class instances One of the more
common errors is to attempt to create an
instance of an abstract class; e.g.,
Collection new.

Stream on: versus with: Executing ‘aStream-
Class on: aCollection’ creates a stream
positioned at the beginning whereas
‘aStreamClass with: aCollection’ creates a
stream positioned at the end.
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ordered Position dependent values; e.g., #(4
7241,

sequencing operation An operation like do:,
collect:, and inject:into: that provides
access to all elements in a collection.

sorted An ordered sequence in which adjacent
elements satisfy a sort criterion; e.g., #(1
2 4 4 7) with sort criterion nondecreas-
ing.

species The class to be used when creating a
modified copy of a collection.

Most common mistake Getting an empty ar-
ray (or string) using Array new or String
new and then attempting to insert an ele-
ment into it (a subscript out of bounds er-
ror).

Another common mistake Attempting to get
an instance of an abstract class; e.g., via
Collection new.
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The Graphics Classes

INTRODUCTION

When the Macintosh computer was introduced in 1983 by Apple Computer, it was loudly
praised as the “personal computer for the rest of us.” The implication was that now there was
a computer that was so friendly and easy to use that it could be used by non-programmers.
How was this achieved? Applications no longer required users to type complicated command
line sequences from the keyboard. Instead, most user interaction became graphics-based and
used a simulation metaphor that was familiar to users. For example, the Macintosh adopted
the desktop metaphor as its primary interface to the user. Iconic representations of
applications and documents sit on a virtual desktop (the display screen). Tasks are carried out
interactively and intuitively. For example, a document is deleted simply by dragging its
iconic representation to the icon that looks like a garbage can. User interfaces built on the
use of icons, overlapping windows, pull-down menus, dialog boxes, and so on have now
become the standard for personal computers and are often referred to as WIMP (Window-Icon-
Menu-Pointer) interfaces.

What is not so well known is that much of the research work that led to the
development of systems like the Macintosh was done as part of the Smallitalk research effort
at Xerox PARC (Palo Alto Research Center). Alan Kay, Adele Goldberg, and Dan Ingalls
and others foresaw that inexpensive personal computers would soon be able to support high
resolution bit-mapped displays and that, together with interactive devices such as mice, a
new style of programming and user interface was required. The key realization was that
graphics and graphical interaction would form the core of all future computer systems. In
this chapter, we discuss the Smalltalk classes that support the interactive creation and
manipulation of graphical images. We devote all of the second volume to a discussion of the
model-view-controller metaphor and the user-interface classes used to support the
development of interactive graphical applications in Smalltalk.
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9.1.1 The Smalitalk Graphical Model

Smalltalk is implemented on workstations that support a high resolution bit-mapped
display. The term bit-mapped originates from the fact that display images are (at least
logically) thought of as two-dimensional arrays of bits, where the value of each bit (e.g., 1
for black, O for white) indicates the color of the corresponding pixel in the image. Smalltalk
adopts this model for describing graphical images; e.g., the normal Smalltalk cursor is
shown in Fig. 9.1 both in an expanded form to show the individual bits that make up the
image and in standard size.

k1

Figure 9.1 An expanded view of the bits in a cursor.

9.1.2 Graphic Capabilities of Smalitalk

The Smalltalk system provides support for a wide range of graphic functions. We can isolate
five distinct applications.

Painting pictures  Graphical images may be constructed and edited by electron-
ically "painting” pictures on the display — the display
screen becomes an artist's canvas and the mouse becomes a
paintbrush. Images may be constructed frechand using
brushes of different textures, shapes, and sizes. In particular,
Smalltalk provides two tools, a form editor and a bit edi-
tor, for creating pictures. The form editor is the predecessor
of the paint programs now commonly found on personal
computers (e.g., MacPaint on the Macintosh). Editing of an
image at the individual bit level is performed using the bit
editor (the equivalent of Fat Bits in MacPaint).

Simple animation  Simple animation sequences can be constructed by cycling
through a sequence of predetermined frames, by dynamically
modifying a single frame, or by displaying one frame while
constructing the next (double buffering).!

1Chapter 10 discusses the implementation of film loops — a primitive animation facility.
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Turtle graphics Images may also be created algorithmically. Pens are the
Smalltalk equivalent of the turtles found in the
programming language LOGO. Pens are objects whose
heading and position can be manipulated using simple
"robot-like" commands such as turn through 90 degrees
or go forward 100 units. When a pen is moved with its
nib in the down position, a trail follows its path. The
notions of turtle graphics, turtle geometry, and of using the
computer as a medium for mathematical discovery,
originate from the work of Seymour Papert et al.2 at MIT.

Displaying text Text in Smalltalk may be displayed in a variety of different
fonts (e.g., serif, sans serif, ...), sizes (e.g., 10 point, 12
point, ...), and styles (e.g., italic, bold, underlined, ...).
Fig. 9.2 illustrates some of the available text styles.

This is 10 point text
This is bold face text
This is ftalic text

This is 12 point text
This is bold 12 point
This is italic 12 point

Figure 9.2 Smalltalk text styles.

Constructing paths Geometric objects such as arcs, circles, lines, curves, and
splines may be displayed also. These objects are displayed
by storing or computing the points that lie on the path or
trajectory of the object. Fig. 9.3 shows a cubic spline
curve drawn through five control points.

Figure 9.3 Cubic spline.

2P::lpert, S., Mindstorms: Children, Computers, and Powerful Ideas (New York; Basic Books, 1980).
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Before we can describe the Smalltalk graphical classes in detail, we must describe the
spatial classes Point and Rectangle, which are heavily used by the graphical classes, and
also discuss classes Form and BitBlt, which are the key to understanding how all images
are represented and displayed in Smalitalk.

9.2 POSITIONS AND AREAS: CLASSES POINT AND RECTANGLE

The classes Point and Rectangle are used to represent spatial information. Individual pixels
within a graphic image or on the display screen can be located by instances of class Point.
Similarly, rectangular areas of pixels within a graphic image or on the display screen can be
located by instances of class Rectangle.

As illustrated in Fig. 9.4, Smalltalk adopts a coordinate system for images (and the
display screen) that has the origin in the top left-hand comer with the x-axis increasing to the
right and the y-axis increasing downwards. A point is a single x-y integer pair in this
system, while a rectangle is a rectangular region specified by two points representing the top
left and bottom right corners of the region.

o x

* (x,y)
(originX, originY)

< -

(cornerX, cornerY)
Figure 9.4 Smalltalk coordinate system.

Note that points and rectangles are not displayable objects — they represent spatial
quantities only. There are no operations provided by Smalltalk to display a point or a
rectangle.

9.2.1 Creating Points and Rectangles
Creating Points

Points may be created in two different ways: using the binary operator @ defined on integers
or by using the class method x:y:.

* aninteger @ anotherinteger

Returns a point with x and y coordinates set to aninteger and anotherinte-
ger respectively.
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®  Point x: xCoordinate y: yCoordinate

Returns a point with x and y coordinates set to xCoordinate and
yCoordinate respectively.

For example, the expressions

100 @ 150
Point x: 100 y: 150

both return the point with x coordinate 100 and y coordinate 150. Note that points are
really pairs since any two objects can be supplied for x and y — no run-time checks are
implemented. Programmers should be aware that this may cause difficulties; e.g., the
expression Point x: -5.6 y: 100@ 100 returns a ‘point’ whose y coordinate is another point.

Creating Rectangles

Rectangles can be created in a variety of ways. The most common method is by sending an
extent: aPoint or corner: aPoint message to a point. For example, both of the following
expressions return a rectangle with origin (top left corner) at 100@100 and bottom right
corner at 300@300.

100@100 corner: 300@300
100@100 extent: 200@200

In general, the protocol is the following:

®  aPoint corner: cornerPoint

Returns a rectangle whose origin is aPoint and whose corner is cornerPoint.
aPoint extent: extentPoint

Returns a rectangle whose origin is aPoint and whose width and height are

provided by extentPoint.

As with points, rectangles are really simply pairs, and any two objects can be supplied
for the origin and comer. In the case of rectangles, it is also important to ensure that the
bottom right comer really is below and to the right of the top left comer; e.g., Rectangle
origin: 100@ 100 corner: 50@50 is not a valid rectangle.

Alternatively, rectangles may be created by sending the following messages to class
Rectangle:

®  Rectangle origin: originPoint corner: cornerPoint

Returns a rectangle whose top left and bottom right corners are originPoint
and cornerPoint respectively.

Rectangle origin: originPoint extent: extentPoint
Returns a rectangle whose top left corner is originPoint and whose width
and height are provided by extentPoint.

Rectangle left: leftX right: rightX top: topY bottom: bottomY
Returns a Rectangle with left, right, top, and bottom coordinates as given.
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For example, the expressions

Rectangle origin: 100@ 100 corner: 300@300
Rectangle origin: 100@100 extent: 200@200
Rectangle left: 100 right: 300 top: 100 bottom: 300

all return the same rectangle.

Creating Rectangles Interactively

Alternatively, the user can create a rectangle by interactively selecting a rectangular area on
the display.
®  Rectangle fromUser
Returns a rectangle whose top left and bottom right corners are designated
interactively by the user. This is achieved in the same manner as framing a
window.
Rectangle originFromUser: extentPoint
Returns a rectangle with the top left corner selected interactively by the
user and width and height determined from extentPoint.

Creating Rectangles Using Grids and Aspect Ratios

In addition, class methods are provided that constrain a rectangle specified interactively to
have either corner points that must lic on some user-specified grid or a width and height that
must satisfy some given aspect ratio. Grids and aspect ratios are specified as points. For
example, a grid specified as 5@ 10 constrains the x coordinates of the corners of the rectangle
to be a multiple of 5 and the y coordinates of the corners to be a multiple of 10. Gridding is
useful for accurate positioning of rectangles. An aspect ratio specified as 2@3 constrains the
width and height of a rectangle to have the ratio 2 to 3. Note that any gridding and aspect
ratios are to assist in the initial creation of rectangles only. They are not maintained by
rectangles; i.e., subsequent modifications to any existing rectangle will not satisfy any
originally specified constraints.

®*  Rectangle fromUser: gridPoint

Returns a rectangle whose top left and bottom right corners are designated
interactively by the user and where the x and y coordinates of the corners
are constrained to be multiples of the x and y coordinates of gridPoint
respectively.

Rectangle fromUserAspectRatio: aspectPoint
Returns a rectangle whose top left and bottom right corners are designated
interactively by the user and where the rectangle is constrained so that the
ratio of width to height is determined by aspectPoint.

Rectangle originFromUser: extentPoint grid: scaleFactor
Returns a rectangle whose top left corner is designated interactively by the
user and where the width and height are determined by extentPoint. The
gridding for user selection is scaleFactor. Assumes that the sender has
determined an extent that is a proper multiple of scaleFactor; if not, the
bottom right corner will not lie on the grid.
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9.22 Printing and Storing Points and Rectangles

Classes Point and Rectangle both implement specialized methods for the printing and storing
of points and rectangles. The standard printString and storeString protocol for all objects
calls the printOn: aStream and storeOn: aStream methods associated with each class.

Points print in infix notation, for example, ‘100@100°, and store using the form
‘Point x: 100 y: 100’. Rectangles print in the form ‘100@ 100 comer: 300@300° and store
in the form ‘Rectangle origin: 100@ 100 corner: 300@300°.

aPoint printString
aPoint storeString
aPoint printOn: aStream
aPoint storeOn: aStream

aRectangle printString
aRectangle storeString
aRectangle printOn: aStream
aRectangle storeOn: aStream

¢ ©& o 0

9.2.3 Copying Points and Rectangles

Deep and shallow copy operations are reimplemented in class Point purely for efficiency
reasons. Note that the default copy operation for rectangles is a deep rather than a shallow
copy.

aPoint deepCopy
aPoint shallowCopy
aRectangle copy
Returns a deep copy rather than a shallow copy.

9.2.4 Accessing and Modifying Points and Rectangles
Accessing and Modifying Points

The x and y coordinates of a point may be accessed and modified using the x, y, x:, and y:
instance methods.

aPoint x
aPoint y

[ ]
[
® aPoint x: aninteger
L ]

aPoint y: aninteger

It is very unusual to use the x: and y: methods to modify a point. Points are normally
thought of as immutable.

Accessing and Modifying Rectangles

A wide variety of rectangle components may be accessed and modified. Fig. 9.5 describes the
terminology used in describing the parts of a rectangle.
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Top Left Top Center Top Right

or Origin \ ¢

Left Right
Center > ‘\ ¢ Center
Center
Bottom Left Bottom Center Bottom Right
or Corner

Figure 9.5 Rectangle class terminology.

Additionally, the terms left and right are used to refer to the x values of the left and
right sides of the rectangle. Similarly, top and bottom are used to refer to the y values of
the top and bottom of the rectangle.

®  aRectangle width

®  aRectangle width: widthinteger
® aRectangle height

® aRectangle height: heightinteger

aRectangle left
aRectangle left: aninteger
aRectangle right

aRectangle right: aninteger

aRectangle top
aRectangle top: aninteger

aRectangle bottom
aRectangle bottom: aninteger

aRectangle toplLeft
aRectangle topLeft: topLeftPoint
aRectangle topRight

®  aRectangle bottomLeft
aRectangle bottomRight
aRectangle bottomRight: bottomRightPoint

aRectangle leftCenter
aRectangle rightCenter
aRectangle topCenter
aRectangle bottomCenter
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aRectangle origin
aRectangle origin: originPoint corner: cornerPoint
aRectangle origin: originPoint extent: extentPoint

aRectangle conter
aRectangle corner
aRectangle corner: cornerPoint
aRectangle extent
aRectangie extent: extentPoint

e & o o o

® aRectangle area

Note that, of the corners of a rectangle, only the top left and bottom right corners may
be modified directly.

9.2.5 Conversion Operations

The method asPoint supported by integers converts an integer to a point. For example, the
expression 150 asPoint returns the point 150@150.

®  aninteger asPoint

Returns a new point with both x and y values set to aninteger.

¢ aPoint asPoint
Returns aPoint (self).

No conversion operations are supported by class Rectangle.
9.2.6 Arithmetic Operations

The standard arithmetic operators are supported on points. For each of the binary operators,
+, -, *, /, and //, the argument may be a point or a number. Note that since the methods
coerce: aNumber and generality are implemented for class Point, the argument for the
binary arithmetic operators can be a point or any number. Indeed, binary arithmetic messages
may be sent to the numeric classes with points as arguments; i.e., messages such as 3 *
(50@50) are valid. Points have a generality of 90 — greater than any other number class.
When coerced, numbers are converted to points with x and y values both equal to the
number.

Arithmetic operations are carried out by independently applying the operation to the
corresponding x and y coordinates; e.g.,

100@150 + (200@100) = 300@250

3@2 * (100@100) = 300@200
100@100} / (10@5) = 10@20

More generally, the protocol is the following:

®  aPoint ®* aPointOrNumber

Returns a new point that is the product of aPoint and aPointOrNumber.
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aPoint + aPointOrNumber
Returns a new point that is the sum of aPoint and aPointOrNumber.
aPoint - aPointOrNumber
Returns a new point that is the difference of aPoint and aPointOrNumber.
®  aPoint/ aPointOrNumber
Returns a new point that is the quotient of aPoint and aPointOrNumber.
®  aPoint // aPointOrNumber
Returns a new point that is the result of applying integer division to aPoint
and aPointOrNumber and truncating the result toward negative infinity.
aPoint abs
Returns a new point whose x and y coordinates are the absolute values of
the x and y coordinates of aPoint.

No arithmetic operations are supported on rectangles.

9.2.7 Comparing Points and Rectangles
Comparing Points

The relational operators are defined on points as follows. A point is said to be less than
another if both its x and y values are less than the other. Alternatively, this can be expressed
spatially by stating that one point is less than another if it is above and to the left of the
other. Similar mathematical or spatial interpretations can be given to each of the relational
operators.

You might expect that, since arithmetic operators successfully coerce numbers to
points when one of the arguments is a number, the relational operators would behave in the
same way. Unfortunately, this is not the case. Binary operators on points must have a point
as argument. On the other hand, numbers will accept relational operators where a point is
given as the argument; e.g.,

100@100 < (50@50) = false
100@100 < 50 = error
100 < (50@50) = false

The relational operators include the following:

® aPoint < anotherPoint

Returns true if aPoint is above and to the left of anotherPoint.
aPoint » anotherPoint

Returns true if aPoint is below and to the right of anotherPoint.
aPoint <= anotherPoint

Returns true if aPoint is neither above nor to the left of anotherPoint.
aPoint >= anotherPoint

Returns true if aPoint is neither below nor to the right of anotherPoint.
aPoint = anotherPoint

Returns true if the x and y coordinates of each point are equal.
®  aPoint hash

Implemented because = is reimplemented.
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Additionally, the maximum and minimum of any pair of points can be found with
respect to the relational operators defined earlier.

®*  aPoint max: anotherPoint

Returns the lower right corner of the rectangle defined by aPoint and
anotherPoint.

aPoint min: anotherPoint
Returns the upper left corner of the rectangle defined by aPoint and
anotherPoint.

Comparing Rectangles
Rectangles may only be compared for equality.

® aRectangle = anotherRectangle

Returns true if the origin and corner points of aRectangle and
anotherRectangle are equal.

aRectangle hash
Implemented because = is reimplemented.

9.2.8 Truncating and Rounding Points and Rectangles

Protocol is supported for rounding and truncating points in two ways. The x and y
coordinates can be rounded using rounded. In addition, points can be rounded or truncated to
lie on some specified grid using grid:, truncatedGrid:, and truncateTo:.

®  aPoint rounded
Returns a new point with x and y values derived by independently rounding
the x and y values of aPoint.
(125.5@120.4) rounded = 126@120

®  aPoint grid: aGridPoint

Returns a new Point that is the nearest rounded point to aPoint on the grid
specified by aGridPoint.

126@133 grid: 5@5 = 125@135

®  aPoint truncatedGrid: aGridPoint
Returns a new Point that is the nearest truncated point to aPoint on the grid
specified by aGridPoint.

126@133 truncatedGrid: 5@5 = 126@130

¢ aPoint truncateTo: integerGridValue

Like truncatedGrid except that the argument must be a number rather than
a point. The comment in the Smalitalk system suggests that the argument
should be a point. Note that this method fails if given a point for the
argument.

126@133 truncateTo: 5 = 126@130
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In the case of rectangles, protocol is supported to round a rectangle by rounding the
origin and corner points.

®  aRectangle rounded
Returns a new rectangle with origin and corner derived by rounding the
origin and corner points of aRectangle.

{125.5@120.4 corner: 45.8@32.1) rounded = 126@120 corner: 46@32

9.2.9 Points in Polar Coordinate Form

Information about a point can also be returned to the programmer in polar coordinates. In the
polar coordinate system (see Fig. 9.6), a point is represented by the distance from the origin
to the point (radius) and the angle a line joining the origin to the point makes with the
positive x-axis. Angles are measured clockwise from the x-axis; right is 0, down is 90
degrees or m/2 radians. A point in the polar coordinate system is commonly referred to by its
(r, ©) components; 8 is measured in radians.

- x

\ @, 6)
y

Figure 9.6 Polar coordinate system.

aPoint r
Returns the radius (the distance from the origin) of the receiver.
¢ aPoint theta
Returns the O component {the angle a line joining the x-axis makes with the
positive x-axis) of the receiver.

9.2.10 Miscellaneous Point Operations

Methods are provided to compute the distance between two points and the distance between a
point and a line.

®  aPoint dist: anotherPoint

Returns the distance between aPoint and anotherPoint.
aPoint pointNearestLine: point1 to: point2
Returns a new Point nearest to aPoint that is on a line from point1 to point2.
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The normal and unit vector of a point and the dot product of two points can also be
computed.

®  aPoint dotProduct: anotherPoint
Returns the dot product of aPoint and anotherPoint.
®  aPoint normal
Returns a new point representing the unit vector rotated 90 degrees toward
the y-axis.
*  aPoint unitVector
Returns aPoint scaled to unit length.

9.2.11 Miscellaneous Rectangle Operations

Three methods deal with testing for spatial relationships between points and rectangles. They
answer the following queries: Is a rectangle contained within another? Is a point within a
rectangle? Do two rectangles intersect? These operations are particularly important since
some of the later methods work successfully only in prescribed situations. These testing
methods can be used to test the applicability of a message before it is sent.

® aRectangle contains: anotherRectangle
Returns true if anotherRectangle is equal to or is contained within
aRectangle.
®  aRectangle containsPoint: aPoint
Returns true if aPoint is within aRectangle.
aRectangle intersects: anotherRectangie
Returns true if aRectangle and anotherRectangle intersect.

The methods expandBy:, insetBy:, and insetOriginBy:cornerBy: are concerned
with expanding and contracting rectangles by given amounts. Each method can take scalars,
points, or rectangles as arguments except for insetOriginBy:cornerBy: which allows only
scalars and points as arguments. The method amountToTranslateWithin: calculates the
amount by which one rectangle must be moved to lie within another. The method areaOut-
side: returns a collection of rectangles that lie inside one rectangle but not within its inter-
section with a second rectangle. The intersection of two rectangles is found through in-
tersect:, while the smallest rectangle that contains two rectangles is found using merge:.

Note that any message sent must be appropriate for the rectangles involved. For
example, intersect: only returns a valid result if the two rectangles do intersect. In the
examples that follow, assume the following:

rectangle1 « 100@100 corner: 200@200
rectangle2 « 150@150 corner: 250@250

aRectangle expandBy: delta

Returns a new rectangle that expands aRectangle by delta — delta is a
rectangle, point, or number.

rectangle1 expandBy: 10 = 30@90 corner: 210@210
rectangle1 expandBy: 10@10 = 90@90 corner: 210@210
rectangle! expandBy: (10@10 corner: 20@20) = 90@90 corner: 220@220
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aRectangle insetBy: delta
Returns a new rectangle that contracts aRectangle by delta — delta is a
rectangle, point, or number.

rectangle1 insetBy: 10 = 110@110 corner: 190@190
rectangle1 insetBy: 10@10 = 110@110 corner: 190@190
rectangliel insetBy: {(10@10 corner: 20@20) = 110@110 corner: 180@180

aRectangle insetOriginBy: originDelta cornerBy: cornerDelta
Returns a new rectangle that contracts aRectangle by independently
contracting the origin and corner by specified amounts. Arguments can be
points or scalars.

rectangle1 insetOriginBy: 10 cornerBy: 10 = 110@110 corner: 190@190
rectanglel insetOriginBy: 10@10 = 110@110 corner: 190@190

aRectangle amountToTranslateWithin: anotherRectangle
Returns a point, delta, such that aRectangle + delta is forced to be inside
anotherRectangle.

aRectangle areasOutside: anotherRectangle
Returns an ordered collection of rectangles made up of the parts of
aRectangle that lie outside anotherRectangle. If the rectangles do not
intersect, aRectangle is returned as the resulit.

rectangle1 areasOutside: rectangle2 =
OrderedCollection (100@100 corner: 200@150 100@150 corner: 150@200)

aRectangle intersect: anotherRectangle
Returns a rectangle equal to the intersection of aRectangle and
anotherRectangle. The rectangles must intersect for a valid response.

rectanglel intersect: rectangle2 =» 150@150 corner: 200@200

aRectangle merge: anotherRectangle
Returns the smallest rectangle that contains both aRectangle and
anotherRectangle.

rectanglel merge: rectangie2 = 100@100 corner: 250@250

9.2.12 Transforming Points and Rectangles

Transforming Points

Points may be translated, scaled, and transposed to produce a new point. Note that scaleBy:
must have a point as argument, while translateBy: accepts either a point or a number.

®  aPoint scaleBy: scalePoint

Returns a new point whose x and y values are derived by scaling the x and
y values of aPoint by scalePoint.

100@100 scaleBy: 3 = error
100@100 scaleBy: 2@3 = 200@300
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®  aPoint translateBy: deltaAmount
Returns a new point whose x and y values are derived by translating the x
and y values of aPoint by deltaAmount (a point or a number).

100@100 translateBy: 50 = 150@150
100@100 translateBy: 50@-50 = 150@50

aPoint transpose

Returns a new point whose x and y coordinates are those of aPoint but
interchanged.

200@100 transpose = 100@200
Transforming Rectangles

Rectangles support scaling and a number of ways of moving and translating. It is important
to note which methods return new points and which return the modified receiver. Note also
that some methods will accept numbers as arguments where a point is normally accepted
while others do not. In the examples that follow, assume the following:

rectangle1 « Rectangle origin: 100@100 corner: 200@200

® 3aRectangle scaleBy: scaleFactor

Returns a new rectangle formed by scaling aRectangle by scaleFactor (a
point or a number).

rectangle1 scaleBy: 3 = 300@300 corner: 600@600
rectangle1 scaleBy: 2@3 = 200@200 corner: 400@600

®  aRectangle translateBy: deltaAmount

Returns a new rectangle formed by translating aRectangle by deltaAmount
(a point or a number).

rectanglel translateBy: 50 = 160@150 corner: 250@250
rectangle translateBy: 50@100 = 150@200 corner: 250@300

® aRectangie align: aPoint with: anotherPoint

Returns a new rectangle formed by translating aRectangle by an amount
equal to ‘anotherPoint - aPoint’ — as a result, aPoint in the rectangle is
displaced so as to be at anotherPoint after the alignment.

rectangle?l align: 150@150 with: 200@200 = 150@150 corner: 250@250

¢ aRectangle moveBy: aPointOrNumber

Modifies aRectangle so that it is translated by aPointOrNumber.

rectangie1 moveBy: 50 = 150@150 corner: 250@250
rectanglel moveBy: 50@50 = 150@150 corner: 250@250
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®  aRectangle moveTo: aPoint

Modifies aRectangle so that its top left corner is aPoint. The argument must
be a point.

rectangle1l moveTo: 50 = error
rectangle1 moveTo: 50@50 = 50@50 corner: 150@150

9.3 CREATING AND MANIPULATING GRAPHIC IMAGES

The two fundamental classes for creating and manipulating graphical images in Smalltalk are
classes Form and BitBlIt. Forms are used to represent images, while instances of class
BitBIt represent operations on forms. At this point it may seem contradictory to say that
instances of BitBlt represent operations. We will explain the rationale behind this design
decision in a moment. The name BitBlt is derived from a powerful bit-boundary block
transfer instruction of that name found on one of the first machines to support Smalltalk, the
Xerox Alto. RasterOp is a synonym for BitBlt in many graphics systems. All text and
graphical operations in Smalltalk can be described in terms of copying some source form to
a destination form. For example, displaying a path involves copying a form onto the display
at each point on the path. Similarly, displaying a text string involves copying the form
representing each character in the string onto the display in sequence. In both of these
examples, the destination form is the display. It is important to note that BitBlt makes no
distinction between intemnal (memory-based) forms and external (display-based) forms.

9.3.1 Creating Images with Forms

Forms consist of a height, a width, an offset, and a bitmap that stores the image. For
example, suppose we wished to construct an iconic form resembling a bug (see Fig. 9.7).

The following expression creates a form with width and height 16, an array of bits to
display the required iconic shape, and an offset -7@-7. For further details on the creation of
forms see Sec. 9.6.2.

bug « Form

extent: 16@16

fromArray: i
2r0000000000000000
2r0000000000000000
2r0001000000001000
2r0001000110001000
2r0001100110011000
2r0000111111110000
2r0001111111111000
2r0001111111111000
2r0001111111111000
2r0001111111111000
2r0000111111110000
2r0001100000011000
2r0001000000001000
2r0000000000000000
2r0000000000000000)

offset: -7@-7.
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Figure 9.7 A bug form.

The offset of a form is the amount by which the form should be offset when it is
displayed or when its position is tested. Every form has an assumed origin at the top left-
hand corner of the image. When a form is sent a message to display itself, for example,

bug displayAt: 150@150

the form is displayed with its origin at the specified point plus the offset; i.e., 143@143.
The bug is therefore displayed so that its center is located at the point 150@150. The ability
1o specify an offset is particularly useful when defining cursors that have logical origins or
"hot spots.” For example, the logical origin of the crosshairs cursor is at the center of the
crosshairs.

9.3.2 Manipulating Images with BitBlts

Instances of class BitBlt describe a single graphical operation. As we mentioned earlier, it
may seem contradictory to say that graphical images are manipulated by instances of class
BitBlt. Operations on objects are normally described as methods, not by instances of a class.
Fundamentally, an instance of BitBlt specifies a modification to some destination form based
on some source form, In the simplest case, the source form may simply be copied to the
destination form. However, many other useful operations are special cases of the copy
operation. For example, clearing the display screen, inverting a rectangular area of the
display to provide feedback to a user operation, or moving a graphics cursor on the display
while retaining the original contents of the display can all be described in terms of copy
operations. For a very general copy operation, the number of parameters that must be
specified to fully describe the operation is large. However, very often, large numbers of copy
operations are carried out in a context where most of these parameters remain the same. As a
result, it was decided to use instances of a class (BitBIt) rather than a method to represent
copy operations. The protocol for BitBlt supports modification of individual parameters to
the copy operation. The copy operation is carried out when a copyBits message is sent to an
initialized instance of class BitBlt. Method copyBits is a primitive operation that can be
optimized to take advantage of any special bit copying hardware that may be available on the
host computer. Operation copyBits is so fundamental that small increases in its performance
have dramatic effects on the responsiveness of the Smalltalk user interface as a whole.

The parameters involved in specifying a BitBlt operation are
source form The source form — all or part of which is to be copied.
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destination form The destination form — all or part of which is to be
modified by the copy operation.

halftone form A 16 by 16 mask or halftone form used to fill areas with
textures or patterns.

combination rule A rule (an integer) that dictates how pixels in the modified
destination form are to be produced from the source form
and the original contents of the destination form. There are
sixteen possible combination rules.

source origin Together with the extent, the source origin specifies the
part of the source form to be copied.

extent See above.

destination origin  Together with the extent, the destination origin specifies
the part of the destination form to be modified.

clipping rectangle  Notwithstanding the specification for the destination form,
the clipping rectangle specifies a rectangular region outside
of which no modification of the destination form can take
place.

Fig. 9.8 illustrates the use of these parameters to carry out a simple copy operation
from a source form to a destination form. No halftone form is required for a simple copy.
The area of the source form to be copied is specified by the source form, the source origin
(a point), and extent (a point) parameters. A combination rule (an integer) is chosen to
specify that pixels in the source are to replace (or be copied over) corresponding pixels in the
destination. The area of the destination form to be modified is the same size as the source to
be copied and is described by providing the destination origin (a point). As well as
performing a copy operation, BitBlt also performs clipping. The area of the destination form
modified by a copy operation is the intersection of the clipping rectangle (a rectangle) and
the area specified by the destination origin.

A primitive copy is carried out in Smalltalk by creating an instance of class BitBlt and
sending it a copyBits message. For example, an alternative method of displaying the form
bug on the display at location 150@150 would be

(BitBIt
destForm: Display
sourceForm: bug
halftoneForm: nil
combinationRule: Form over
destOrigin: 150@150
sourceOrigin: 0@0
extent: bug extent
clipRect: Display boundingBox
) copyBits

The message Form over sclects combination rule 3, the replace or "copy over" mode
of copying. The message extent to a form rcturns the size (a point) of the form. The
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message boundingBox, sent to Display, returns a rectangle specifying the size of the
display. The resulting copy operation is therefore clipped (if necessary) to the display screen.
Note that there is a subtle difference between using copyBits to display the bug and using
the form message displayAt:. The display message for forms handles the form offset while
the copyBits operation for class BitBlt does not.

Source Form

Portion of Source Form to be copied specified
by Source Origin and Extent

Destination Form

Portion of Destination Form to be modified
specified by Destination Origin and Extent

Modifications to the Destination Form are only
performed within the Clipping Rectangle

Figure 9.8 Copying from a source form to a destination form.
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Using Halftone Forms

Halftone forms are most commonly used to fill forms with textures or patterns. They are 16
by 16 forms that, when used in place of the source form for a BitBIt, replicate themselves to
fill the destination form with the halftone pattern. For example, the standard Smalltalk
display background could be formed by replicating a gray halftone pattern with Display as
the destination form.

The 7 common halftone forms (see Fig. 9.9) are stored as class variables of class
Form and may be accessed using the class messages black, veryDarkGray, darkGray,
gray, lightGray, veryLightGray, and white.

Figure 9.9 Halftone forms.

Combining Source and Halftone Forms

Normally, either a source form or a halftone form is used in a BitBlt operation. However, if
both are supplied then the two forms are ‘anded’ together to form the composite source form
for the BitBlt operation. For example, if we supply a bug as the source form and a gray
halftone as the halftone form, the composite form will be a halftone bug, as illustrated in
Fig. 9.10.

Figure 9.10 Adding texture to the bug.

Halftones used in this way are often known as masks, since only those pixels in the
source that correspond to black pixels in the halftone appear in the composite source form;
i.e., the halftone acts as if it were a mask placed on top of the source form. The effects of the
four possible combinations of source and halftone forms are shown below.

Parameters Supplied Composite Source Supplied to BitBit
Source form only Source Form
Halftone form only Halftone Form
Source and halftone forms Source AND Halftone
(source bits masked by halftone pattern)
NO source or halftone form Black Form

{(a black halftone form is used as the source)
Using Combination Rules
Most BitBlt operations are simple copies where the source pixels (sometimes masked)

replace the corresponding pixels in the destination form. This kind of copy operation makes
use of only the pixels in the source to determine the modified destination pixels. Other
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useful graphical operations are obtained if we allow the original contents of the destination
form to be included in determining how the destination form is to be modified; i.e., in the
general case the copy operation is a function of the corresponding pixels in the source form
and the original destination form. Several useful combinations and their uses are described
below. In each case, we show the results of applying the combination using a double size
bug as the source form and a very light gray background form as the destination form.

Mode Description

and A copy operation where corresponding pixels in the source and destina-
tion forms are ‘anded’ together to produce the modified destination form.

i

Figure 9.11 And mode.

erase A copy operation where black pixels in the source erase (or set to white)
corresponding pixels in the destination form.

Figure 9.12 Erase mode.

over The standard and most used copy operation where source form pixels
replace or copy over the corresponding destination form pixels.

Figure 9.13 Over mode.

under Under mode is so called because it allows a source form to be painted
"underneath” a destination form. Black pixels in the source form are
painted into the corresponding pixels in the source form; i.e., it is an or
operation applied to the source and the destination forms to produce the
modified destination form. This is useful when painting a character onto
a display background where any white pixels surrounding the character in
the source form are not to be copied.

Figure 9.14 Under mode.

reverse Reverse mode is so called because it allows reversible changes. It is most
often used to display temporary images such as cursors over an already
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existing image. In this mode, the modified destination is formed by
taking the exclusive-or of the source (the temporary image) and the
destination. The effect is to superimpose the temporary image on top of
the existing image. Pixels in the temporary image appear black or white
in the modified destination depending on the underlying pixel in the
original destination form. If the operation is repeated, the temporary
image is removed leaving the original destination form unaltered. This
mode provides an efficient way of moving a cursor across a display
screen, although it has the disadvantage that the underlying screen image
distorts the image of the cursor.

Figure 9.15 Reverse mode.

There are sixteen possible combination rules or different ways of stating how each
pixel in a source form is to be combined with each pixel in the destination form to produce a
new destination pixel. Each of the diagrams in Fig. 9.17 illustrates a different combination
rule. For each rule, the integer representing that rule is given together with the common
name (if any) for the rule. To avoid having to remember rule numbers, numbers for common
combination rules can be obtained by sending messages and, erase, over, reverse, and
under to class Form. As an illustration of how to interpret each diagram, consider the
example of mode reverse shown below. The top two rectangles depict the source and
destination forms before the BitBlt operation is carried out. The bottom rectangle depicts the
destination form after the operation has been carried out. Notice that the bottom rectangle is
formed by taking the exclusive-or of the source form and the original destination form.

Fig. 9.17 was created by modifying class method exampleOne in Form to ignore halftone
forms.

Inverting a Form

It is often useful to be able to invert or complement a form as shown in Fig. 9.16. For
example, this is often a convenient way of providing feedback to the user. Smalltalk uses
this technique for highlighting selected text, selected menu items, the label of the active
window, and so on. The invert operation may be efficiently achieved by using a black

halftone mask, no source and reverse mode. In the example below, a black halftone mask is
used with a bug as the destination form.

I“m

Figure 9.16 Inverting a form.
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Figure 9.17 BitBlt combination rules.
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Painting

Paint mode (or mode 16) is an additional mode used for painting on the display with brushes
of different shapes, sizes, and textures. The brush shape and size is supplied through the
source form, with the halftone form supplying the brush texture. In the general case, this
mode requires two BitBlt operations. The first cuts (or erases) a hole in the destination in the
shape and size of the brush and the second fills the hole with the desired texture pattern. In
Fig. 9.18, a round brush shape is selected with a gray texture pattern. The brush is painted
onto a black destination form. The first stage cuts a circular hole in the result while the
second stage fills the hole with the brush texture.

Source Destination Result

Brush shape
and size

Halftone Destination

e
B

Brush
texture

Figure 9.18 The paint mode.
9.3.3 The Full Protocol for Class BitBit

In this section, we describe the full protocol supported by class BitBlt. Smalltalk
programmers do not often have to consider operations at the individual BitBlt operation
level. All graphical classes provide high level implementations of fundamental operations
that indirectly call the primitive BitBlt copyBits operation.

Creating Instances of Class BitBIt

Instances of class BitBlt are created using a method that supplies each of the eight parameters
required to describe a BitBlt operation.

* BitBit
destForm: destinationForm
sourceForm: sourceForm
halftoneForm: aHalfToneForm
combinationRule: ruleinteger
destOrigin: destinationOrigin
sourceOrigin: sourceOrigin
extent: extent
clipRect: aClippingRectangle

400 Inside Smalltalk



(] bk

Copying and Line Drawing

The copyBits operation was described at length in Section 9.3.2. It is important to realize
that many graphic entities are displayed as repeated calls to the basic copyBits operation on a
BitBIt. Many of these entities, for example graphics paths and text, are described in higher
level graphical classes. BitBlt also provides the basic protocol for drawing lines on the
display. Lines are drawn by repeatedly sending the copyBits message to a BitBlt. The
destination origin of the BitBlt is modified before each copyBits message is sent, so that the
destination takes on the values of points lying on the line between the specified start and
endpoints. The points at which the copyBits operation is to take place are calculated using
the line drawing algorithm of Bresenham (IBM Systems Journal, Vol. 4, No. 1, 1965). By
modifying the parameters of the BitBIt instance, lines of different thicknesses and textures
may be generated easily.

¢  aBitBh copyBits
For a full description of this operation, see Section 9.3.2.

aBitBlt drawFrom: startPoint to: endPoint
Draws a line from startPoint to endPoint by repeatedly sending the copyBits
message to aBitBIt. Bresenham's algorithm is used to determine points
along the line at which the copyBits operation should be applied. The style
of line is governed by the parameters of aBitBIt.

Accessing and Modifying

Class BitBlt allows modification of all the variables that make up the specification for a
BitBlt operation. For each of the source and destination forms, the form along with its origin
and the x and y coordinates of the origin may be individually set. The clipping rectangle may
also be modified. The operations sourceRect: aRectangle and destRect: aRectangle provide
a shorthand way of setting the height and width of the extent parameter and the source or
destination origins respectively.

Note that the only parameters of a BitBlt that can be directly accessed are the
destination and clipping rectangles.

aBitBlt destForm: aForm
aBitBlt destOrigin: aPoint
aBitBit destRect

aBitBlt destRect: aRectangle
aBitBlt destX: aninteger
aBitBit destY: aninteger

aBitBit sourceForm: aForm
aBitBlt sourceOrigin: aPoint
aBitBlt sourceRect: aRectangle
aBitBit sourceX: anlinteger
aBitBlt sourceY: aninteger

aBitBlt clipHeight: aninteger
¢  aBitBlt clipWidth: aninteger
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aBitBlt clipRect

aBitBlt clipRect: aRectangle
aBitBlt clipX: aninteger
aBitBit ¢lipY: aninteger

aBitBit combinationRule: aninteger
aBitBlt mask: aForm

aBitBlt height: anintegerHeightForExtent
aBitBlt width: anintegerWidthForExtent

9.4 DISPLAYABLE OBJECTS
9.4.1 An Overview of the Graphics Classes

The abstract class DisplayObject describes the protocol supported by objects that can
display themselves. Fig. 9.19 displays the major Smalltalk graphical classes and their
inheritance relationships.

The five immediate subclasses of class DisplayObject are

DisplayMedium Supports protocol for objects that can both act as a canvas
on which images can be painted and that can also paint
themselves onto a medium. In addition, DisplayMedium
supports protocol for coloring (or texturing) images and for
bordering images with textures. Class Form, the most used
class for graphic images, is a subclass of DisplayMedium
and inherits its protocol for coloring and bordering. Form
has two subclasses, Cursor and DisplayScreen.

DisplayText Used in two different ways by the system: as a container for
textual characters managed by a ParagraphEditor and as a
container for cached forms that can be used to display the
characters efficiently. The use of display text in the context
of text windows is discussed in Volume Two.

Path The basic superclass for the classes that generate trajectories
or paths like lines and circles. The instance variable ‘form’
is the “brush” used for displaying the Path. The image is
displayed by copying the form at each point in the path.
Path has subclasses Arc, Curve, Line, LinearFit, and
Spline. Circle is defined as a subclass of Arc.

InfiniteForm A form obtained by replicating a pattern indefinitely in all
directions.
OpaqueForm A form that includes a shape form as well as a figure form.

The shape form indicates what part of the background
should get occluded during display so that patterns other
than black in the figure form will still appear opaque.
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Figure 9.19 The major Smalltalk graphical classes.

9.4.2 Standard Protocol for Displayable Objects

The abstract class DisplayObject describes displayable objects that are able to:

* display themselves on a display medium with and without transformations
* compute a containing bounding box

* display themselves on a display medium with and without transformations
¢ support scaling and translation operations, and support an offset.

Subclasses of DisplayObject actually divide themselves into two groups: those that
when asked to transform themselves create a new object (e.g., class Path and its subclasses)
and those that modify themselves by maintaining an explicit offset (e.g., class Form)
Because of this dichotomy, the default implementations of some methods in DisplayObject
are overridden by some subclasses.

The Generic Display Operation

Every subclass of DisplayObject must support the generic display message:

® aDisplayObject displayOn: aDisplayMedium at: aDisplayPoint

clippingRectangle: clipRectangle rule: rulelnteger mask: aForm
Displays aDisplayObject at aDisplayPoint on aDisplayMedium using
combination rule ruleinteger, halftone mask aForm, and clipping rectangle
clipRectangle.
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The link to the underlying BitBlt copyBits operation is clear. Earlier, we used the
copyBits operation directly to display the form bug on the display at location 150@150
using the expression

bug displayAt: 150@150

An alternative expression using the generic display operation implemented in class
Form (a subclass of DisplayObject) would be

bug
displayOn: Display
at: 1560@150
clippingRectangle: Display boundingBox
rule: Form over
mask: Form black

Display Protocol with Default Specifications

The standard copy operation is so common that alternative protocol is supported to provide
default values for selected arguments. When arguments are omitted, defaults are 0@O for the
point at which the object should be displayed, the entire display screen for the clipping
rectangle, over for the combination rule, and a nil or black mask for the halftone mask.

The display protocol supported requires the programmer to override only those
arguments that are different from the default values.

®  aDisplayObject displayOn: aDisplayMedium
Displays aDisplayObiject at the top left corner of aDisplayMedium.
aDisplayObject displayOn: aDisplayMedium at: aDisplayPoint
Displays aDisplayObject at aDisplayPoint on aDisplayMedium.
¢ aDisplayObject displayOn: aDisplayMedium at: aDisplayPoint
clippingRectangle: clipRectangle
Displays aDisplayObject at aDisplayPoint on aDisplayMedium with clipping
rectangle clipRectangle.
aDisplayObject displayOn: aDisplayMedium at: aDisplayPoint rule: rulelnteger
Displays aDisplayObject at aDisplayPoint on aDisplayMedium with rule
ruleinteger.

The following commonly used protocol assumes that the display medium is the global
variable Display.

® aDisplayObject display

Displays aDisplayObject at the top left corner of the display screen.
aDisplayObject displayAt: aDisplayPoint
Displays aDisplayObject at aDisplayPoint on the display screen.

Display Protocol with Transformations

Class DisplayObject also supports protocol for displaying objects where a transformation is
to be applied as part of the display process. Display transformations consist of a scale and a
translation and are instances of class WindowingTransformation (sece Volume 2).
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The most general display message which involves a display transformation is shown
below:

*  aDisplayObject displayOn: aDisplayMedium transformation: displayTransformation

clippingRectangle: clipRectangle align: alignmentPoint with: relativePoint
rule: ruleinteger mask: aForm

Displays aDisplayObject on aDisplayMedium using combination rule
ruleinteger, halftone mask aForm, and clipping rectangle clipRectangle.
What is displayed is determined by the scale and translation of the
displayTransformation and the alignment and relative points.

The actual implementation of the method depends on the particular subclass of
DisplayObject involved. As an example of a display operation involving a transformation,
consider the following. Suppose we have a 100 by 100 form, aForm, that is to be doubled in
size and translated by the amount 100@ 100. Suppose also that the alignment point is
150@ 150 and the relative point is 200@200.

aForm
displayOn: Display
transformation: (WindowingTransformation scale: 2@2 translation: 100@100}
clippingRectangle: Display computeBoundingBox
align: 150@150
with: 50@50
rule: Form over
mask: Form black

A display transformation effects a transformation from one coordinate system (the
source coordinate system) to another (the destination coordination system). Fig. 9.20(a)
shows the coordinate system of the source form. Note that the relativePoint, 50@50, is
specified in the source coordinate system. Fig. 9.20(b) shows the transformed form in the
destination coordinate system. The form has been scaled by a factor of two and translated by
100 in both x and y. The final display position of the transformed form is determined by
translating by an amount equal to the difference between the alignment point 150@ 150 and
the transformed relative point 200@200. Note that the alignment point is specified in the
destination coordinate system. Fig. 9.20(c) shows the final displayed form.

We have described the display with transformation operation supported by class Form.
The default implementation for this method provided in class DisplayObject assumes that
the object involved cannot be scaled. Otherwise, the implementation is identical. This
method could well have been made the responsibility of subclasses.

Alternative methods are available that support default values for particular arguments,
They are listed below.

¢  aDisplayObject displayOn: aDisplayMedium transformation: displayTransformation
clippingRectangle: clipRectangle
® aDisplayObject displayOn: aDisplayMedium transformation: displayTransformation

clippingRectangle: clipRectangle align: alignmentPoint with: relativePoint
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Figure 9.20 Display transformations.

*  aDisplayObject displayOn: aDisplayMedium transformation: displayTransformation
clippingRectangle: clipRectangle fixedPoint: aPoint
No translation is involved with this method.

®  aDisplayObject displayOn: aDisplayMedium transformation: displayTransformation
clippingRectangle: clipRectangle rule: ruleinteger mask: aForm
No translation is involved with this method.
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Offsets, Bounding Boxes, and Transformations on
Display Objects

As mentioned earlier, class DisplayObject assumes that instances of any subclass will
support an offset, be able to compute a bounding box, and scale and translate themselves.
All existing subclasses support the following protocol relating to the bounding box of a
displayable object. A bounding box is a rectangle that completely encompasses the object.
Bounding boxes can be used to make fast decisions concerning the intersection of objects;
e.g., for clipping purposes. Each subclass must provide an implementation for the method
computeBoundingBox. The complete protocol for manipulating bounding boxes is

®  aDisplayObject computeBoundingBox
Must be implemented by all subclasses.
®  aDisplayObject boundingBox
Returns the bounding box of the object.
®  aDisplayObject extent
Returns the extent {a point) of the bounding box of the object.
aDisplayObject height
Returns the height of the bounding box of the object.
®  aDisplayObject width
Returns the width of the bounding box of the object.

Class DisplayObject supports the notion of storing an offset with the object. The
offset represents the amount by which the object should be moved when it is displayed or
when its position is tested. Display objects that maintain offsets, for example forms and
cursors, add the offset to any specified display position before displaying themselves. The
following protocol is supported.

® aDisplayObject offset
The amount by which aDisplayObject should be offset when it is displayed
or its position tested. This method must be supplied by all subclasses.
aDisplayObject offset: aPoint
Sets the offset associated with aDisplayObject to aPoint.
aDisplayObject rounded
Modifies the offset of aDisplayObject to consist of integer coordinates only.
aDisplayObject relativeRectangle
Returns a rectangle with origin equal to the offset of aDisplayObject and
extent equal to the extent of the bounding box of aDisplayObject.

In addition, operations are supported to scale and translate the offset of a display object.

® aDisplayObject scaleBy: aPoint

Scales the offset of aDisplayObject by aPoint.
aDisplayObject translateBy: aPoint
Translates the offset of aDisplayObject by aPoint.
aDisplayObiject align: alignmentPoint with: relativePoint
Translates the offset of aDisplayObject by an amount equal to relativePoint
- alignmentPoint.
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Simple Path Animation

Class DisplayObject also supports protocol for creating very simple animation sequences.
The basic capability provided is to be able to move an image around on the display while
continuously restoring the background. See class method example in OpaqueForm for an
example. The method follow: locationBlock while: durationBlock continuously displays an
image at locations supplied by evaluating locationBlock as long as durationBlock evaluates
true. For example, the code below attaches the object named anImage to the position of the
cursor. As the cursor moves (the cursor itself is not displayed since its image has been made
blank), anlmage is displayed at the cursor point. Whenever the image is displayed at a new
position, the previous background is restored. The process continues until a mouse button is
depressed (details of classes Cursor and InputSensor are provided later in this chapter).

Cursor blank showWhile: [
animage follow: [Sensor cursorPoint] while: [Sensor noButtonPressed]]

®*  aDisplayObject follow: locationBlock while: durationBlock

See above.
aDisplayObject backgroundAt: location
Returns a form containing the background if aDisplayObject were to be
displayed at location (a point). The form remembers location in its offset.
aDisplayObject moveTo: newlocation restoring: backgroundForm
Moves aDisplayObject from its current location on the display to a new
location (a point) restoring the original background when the object is
moved; backgroundForm must contain the background to be restored and
have the current location stored as its offset.

9.4.3 Summary

In summary, any subclass of class DisplayObject must implement the generic display
operations, a method to compute the bounding box, and a method to return the offset of the
object.

9.5 DISPLAY MEDIUMS

9.5.1 Display Mediums as Canvas and Brush

As we have seen earlier, objects of class DisplayMedium are display objects that act as a
canvas for painting images. The display primitives of display objects have a display medium
as their canvas. However, objects of class DisplayMedium can also paint themselves onto a
medium; i.e., they support the display object display protocol themselves.

9.5.2 Coloring and Adding Borders to Images

Class DisplayMedium distinguishes itself from class DisplayObject by providing support for
coloring (or texturing) images and for bordering images with textures, Class Form, the most
used class for graphic images, is a subclass of DisplayMedium and inherits its protocol for
coloring and bordering.
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Coloring Images

Class DisplayMedium allows an image to be filled with a textured pattern. Methods for six
standard textures are directly provided. For example, if we have a 100 by 100 form named
testForm, sending the message darkGray will propagate a dark gray texture pattern across the
whole form (see Fig. 9.21(a)). Cases (b) and (c) are discussed below.

testForm darkGray

@ ® ©

Figure 9.21 Coloring images.

aDisplayMedium black
aDisplayMedium veryDarkGray
aDisplayMedium darkGray
aDisplayMedium gray
aDisplayMedium lightGray
aDisplayMedium veryLightGray
aDisplayMedium white

Coloring Part of an Image

Alternatively, a specified rectangular area of a form can be filled with the following protocol.
For example, to fill only the top quarter of the form with a dark gray texture (see
Fig. 9.21(b)), use the expression

testForm darkGray: (0@0 corner: 56@50)

aDisplayMedium black: aRectangle
aDisplayMedium veryDarkGray: aRectangle
aDisplayMedium darkGray: aRectangle
aDisplayMedium gray: aRectangle
aDisplayMedium lightGray: aRectangle
aDisplayMedium verylLightGray: aRectangle
aDisplayMedium white: aRectangle
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The primitive method for coloring an image is fill: aRectangle rule: anInteger mask:
aHalfToneForm. This allows an image to be filled with any halftone mask and any BitBit
combination rule. This method must be provided by all subclasses of DisplayMedium. The
methods fill: aRectangie and fill: aRectangle mask: aHalfToneForm are also provided. For
example, to fill the top left quarter of testForm with the form bug (see Fig. 9.21(c)), use the
expressions

testForm darkGray.
testForm fill: (0@0 extent: 50@50) mask: bug

The fill protocol consists of the following:

®  aDisplayMedium fill: aRectangle

Fills the rectangular region of aDisplayMedium specified by aRectangle
with the default background, gray.

aDisplayMedium fill: aRectangle mask: aHalfToneForm
Fills the rectangular region of aDisplayMedium specified by aRectangle
with the halftone pattern given by aHalfToneForm.

aDisplayMedium fill: aRectangle rule: ruleinteger mesk: aHalfToneForm
Fills the rectangular region of aDisplayMedium specified by aRectangle
with the halftone pattern given by aHalfToneForm according to the
combination rule ruleinteger. This method must be provided by all
subclasses.

Inverting All or Part of an Image

Methods are also supported to invert or complement bits in an image. For example, to fill
testForm with the form bug and then reverse only the bottom right quarter of the form (see
Fig. 9.22), use the expression

testForm fill: (0@0) extent: (100@100) mask: bug.
testForm reverse: (50@50 extent: 50@50)

Figure 9.22 Reversing images

The reverse protocol consists of the following.

®* aDisplayMedium reverse

Inverts or complements all bits in aDisplayMedium.

aDisplayMedium reverse: aRectangle
Inverts or complements all bits in the rectangular area of aDisplayMedium
specified by aRectangle.
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® aDisplayMedium reverse: aRectangle mask: aHalfToneForm

Inverts or complements all bits in the rectangular area of aDisplayMedium
specified by aRectangle with mask aHalfToneForm.

Adding Borders to Images

The second major contribution of class DisplayMedium is to support protocol for placing a
rectangular patterned border into an image. The border is specified by a rectangle that
describes the external boundary of the border and a width for each of the four sides of the
border. For borders with equal width on all sides, use border: aRectangle width: borderWidth
and border: aRectangle width: borderWidth mask: aHalfToneMask. For example, the
following expression places a black border of width 16 into testForm, where the external
boundary of the border is given by the rectangle with origin 20@20 and extent 60@60 (see
Fig. 9.23(a)).
testForm veryLightGray; border: (20@20 extent: 60@60) width: 16 mask: Form black

For unequal border widths, use border: aRectangle widthRectangle: insets mask:
aHalfToneMask. In this case, the left border width is given by the x coordinate of the origin
of the rectangle insets, the top border width by the y coordinate. The right border width and
bottom border width are given by the x and y coordinates of the corner point of the rectangle
insets. The following example specifies a left width of 20, a top width of 10, a right width
of 10, and a bottom border width of 20 (see Fig. 9.23 (b)).

testForm verylLightGray
testForm

border: (20@20 extent: 60@60)
widthRectangle: (20@10 corner: 10@20)
mask: Form black

The bordering protocol consists of the following:

®  aDisplayMedium border: aRectangle width: borderWidth

Modifies aDisplayMedium to have a black border where the external
boundary of the border is given by aRectangle and the width of the border
is borderWidth.

aDisplayMedium border: aRectangle width: borderWidth mask: aHalfToneForm
Modifies aDisplayMedium to have a border where the external boundary of
the border is given by aRectangle and the width of the border is
borderWidth. The color of the border is given by aHalfToneForm.

aDisplayMedium border: aRectangle widthRectangle: insets mask: aHalfToneForm
Modifies aDisplayMedium to have a border where the external boundary of
the border is given by aRectangle and the color of the border is given by
aHalfToneForm. The left, top, right, and bottom widths of the border are
given by the left, top, right, and bottom of widthRectangle.

aDisplayMedium border: aRectangle widthRectangle: insets

mask: aHalfToneForm clippingBox: clipRectangle
Modifies aDisplayMedium to have a border where the external boundary of
the border is given by aRectangle and the color of the border is given by
aHalfToneForm. The left, top, right, and bottom widths of the border are
given by the left, top, right, and bottom of widthRectangle. Modifications
occur only within the clipping rectangle clipRectangle.
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Figure 9.23 Bordering images.
9.5.3 Bit Copying and Drawing Lines

All subclasses of DisplayMedium must implement the following two fundamental opera-
tions: the bit copying operation copyBits:from:at:clippingBox:rule:mask: and the line
drawing operation drawLine:to:clippingBox:rule:mask:.

¢  aDisplayMedium copyBits: sourceRectangle from: sourceForm at: destOrigin

clippingBox: clipRectangle rule: ruleinteger mask: aHalfToneForm
Must be implemented by all subclasses.

aDisplayMedium drawl.ine: beginPoint to: endPoint clippingBox: clipRectangle
rule: ruleinteger mask: aHalfToneForm
Must be implemented by all subclasses.

9.6 FORMS

As described in Section 9.3.1, instances of class Form represent basic graphical images in
Smalltalk. Forms extend abstract classes DisplayObject and DisplayMedium by providing a
concrete representation for a graphic image. As shown in Fig. 9.24, forms inherit the ability
to display themselves from class DisplayObject and to color and border themselves from
class DisplayMedium. Forms themselves add protocol for creating, editing, and transforming
images. Every form has an assumed origin at the top left-hand corner of the image.

The instance variables associated with a form are

height The height (in pixels) of the form.
width The width (in pixels) of the form.
offset The amount (a point) by which a form should be offset

when it is displayed or when its position is tested.

bits Representation for the graphic image. In implementations
prior to version 2.5, bits was an instance of class
WordArray. In version 2.5, bits is an instance of class
FormBitmap.
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Figure 9.24 Method inheritance hierarchy for class Form.

9.6.1 Bitmaps

In implementations prior to version 2.5, the representation (bits) of a graphical image was
visible; bits was an instance of class WordArray3, a subclass of ArrayedCollection. The
bitmap associated with a form was represented as a WordArray with height rows, where each
row consists of the smallest integral number of 16 bit words required to represent the width
pixels in each row. Thus, the physical bitmap was often larger than the logical size of the
bitmap. For example, suppose we create a form with width 187 and height 69. The physical
bitmap will be an instance of WordArray of length 828. To store each row of 187 bits
requires 12 16-bit words (192 bits); with 69 rows this gives 828 (12 * 69) words. Bitmaps
are stored row by row (or, in graphics terminology, scan line by scan line) with a set bit (1)
indicating a black pixel and an off bit (0) representing a white pixel. The most significant bit
of each word represents the pixel at the least x-coordinate.

In version 2.5, bits are represented as an instance of class FormBitmap. The actual rep-
resentation of a FormBitmap is implementation dependent and differs from platform to plat-
form. It is not necessary for a user to understand the internal representation. If a user accesses
the bitmap of a form by seuding the bits message, the bitmap will be returned as an instance
of class WordArray as was the case with versions prior to 2.5. Additional protocol
(bitsWordat:, bitsWordAt:put: and bitsWordSize) has been added to class Form to al-
low manipulation of FormBitmap instances in the same manner as was previously possible
with instances of class WordArray. The bitmap for the form displayed on the screen (an in-
stance of DisplayScreen) is an instance of class DisplayBitmap (a subclass of FormBitmap).

3Class WordArray was originally called Bitmap in both version 1 of Smallialk and in the Orange and
Blue Books.
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Instances of class WordArray provide an implementation independent representation for
bitmaps and are used for creating bitmaps from a user supplied array and also for saving and
restoring bitmaps where the restoration may be performed on a different platform.

9.6.2 Creating Forms

Forms may be created in two basic ways. By specifying the width, height, and bitmap
explicitly or by capturing a form from a rectangular area of the display.

*  Form extent: extentPoint

Returns a blank {(or white) form with width and height specified by
extentPoint. The offset is 0@0.

Form extent: extentPoint fromArray: anArray offset: offsetPoint
Returns a form with width and height specified by extentPoint, offset
specified by offsetPoint, and bitmap initialized from anArray {a WordArray).

L

It is now possible to elaborate on the creation of the ‘bug' form — an example given
earlier in the chapter (see Fig. 9.7). The following expression creates a form with width 16
and height 16, an array of bits to display the required iconic shape, and an offset -7@-7. In
this case, the bitmap is specified using an array of 16 16-bit words with the first word
specifying the bits of the first row or scan line of the bug. Each word is specified as a 16-bit
integer of radix 2. The offset (-7@-7) ensures that when the bug is displayed at a specific
point the bit the eighth bit of the eighth word will be aligned with the display point.

bug ¢« Form

extent: 16@16

fromArray: #(
2r0000000000000000
2r0000000000000000
2r0001000000001000
2r0001000110001000
2r0001100110011000
2r0000111111110000
2r0001111111111000
2r0001111111111000
2r0001111111111000
2r0001111111111000
2r0000111111110000
2r0001100000011000
2r0001000000001000
2r0000000000000000
2r0000000000000000)

offset: -7@-7.

Alternatively, a Form may be created from the display screen by explicitly specifying
the rectangle from which to generate the form or by interactively using the mouse to frame
the desired rectangular area (with or without a gridding constraint).

®  Form fromDisplay: aRectangle

Returns a form with width, height, and bitmap obtained from the area of the
display screen specified by aRectangle. The offset is 0@0.
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®  Form fromUser
Returns a form with width, height,and bitmap specified by the size and
contents of the area of the display screen designated by the user. The offset
is 0@0.

®  Form fromUser: aGridPoint
Returns a form with width, height, and bitmap specified by the size and
contents of the area of the display screen designated by the user. The grid
for selecting an area is specified by aGridPoint. The offset is 0@0.

Finally, a method is provided to create forms consisting of circular black dots of any
diameter, The offset is calculated so that when a dot is displayed at a particular point, its
center will lie at that point. For example, for a dot of diameter 8, the offset would be -4@-4.

®  Form dotOfSize: diameter

Returns a form that contains a round black dot with the given diameter. The
offset is such that the form displays with the center of the dot at the
specified display position.

9.6.3 Querying Forms

The offset, bitmap, and the size of the bitmap associated with a form can all be accessed.
Methods for querying the extent (extent), width (width), and height (height) of a form are
inherited from class DisplayObject. The implementation of these methods in DisplayObject
returns the extent, width, and height of the bounding box of the object. In the case of forms,
the extent of the bounding box is identical to the extent of the form allowing the methods to
be inherited. Additionally, the color of a bit in the bitmap can be queried (valueAt:),

®  aForm offset
Returns the point representing the offset of aForm.
®  aForm bits
Returns the word array corresponding to the bitmap of aForm.
®  aForm bitsWordAt: index
Returns the 16-bit word with the given index from the bitmap of aForm
when viewed as an array of 16-bit words.
aForm bitsWordAt: index put: value
Modifies the 16-bit word with the given index in the bitmap of aForm (when
‘viewed as an array of 16-bit words) to be aValue {(a 16-bit word).
®  aForm bitsWordSize
Returns the size of the bitmap of aForm viewed as an array of 16-bit words.
aForm size
Same as bitsWordSize
*  aForm computeBoundingBox
Returns a rectangle representing the bounding box of the form. In the case
of a form, this rectangle has origin 0@0 and an extent equal to the extent
of the form.
aForm valueAt: aPoint
Returns the color (0 = white, 1 = black) of the bit at aPoint in the form
aForm. The bit at the origin is at 0@0; i.e., 0-based indexing is used.
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9.6.4 Modifying Forms

High-level Modification of Forms

Forms may be modified using a protocol similar to that used to create them,; i.e., by specify-
ing the modified width, height, offset, and bit pattern (as a WordArray) or by specifying a
rectangular area on the display from which to extract the modified data for the form.

¢  aForm extent: extentPoint

Changes aForm to a blank (or white) form with width and height specified
by extentPoint and offset 0@0.

aForm offset: offsetPoint
Changes the offset of aForm to offsetPoint.

®*  aForm bits: aWordArray
Changes the bitmap of aForm to aWordArray. The size of aWordArray must
be compatible with the size of the bitmap of aForm

aForm extent: extentPoint offset: offsetPoint
Changes aForm to a blank (or white} form with width and height specified
by extentPoint and with offset offsetPoint.

aForm extent: extentPoint offset: offsetPoint bits: aBitmap
Changes aForm to a width and height specified by extentPoint, an offset
specified by offsetPoint, and a bitmap initialized from aBitmap.

aForm fromDisplay: aRectangle
Changes aForm to a have a width, height and bitmap initialized from the
area of the display screen specified by aRectangle. The offset is 0@0.

Modifying Forms at the Bit Level

Additionally, individual bits in the bitmap of a form may be modified.

®  aForm valueAt: aPoint put: zeroOrOne

Modifies the bit in the bitmap of aForm specified by aPoint to either zero or
one as specified by zeroOrOne. The bit at the origin is at 0@0; i.e., 0-based
(rather than 1-based) indexing is used.

9.6.5 Displaying Forms

Class Form inherits the family of protocol for displaying images (see Section 9.4.2) from
class DisplayObject. Form provides an implementation for the basic display message.

* aForm displayOn: aDisplayMedium at: aDisplayPoint clippingRectangle: clipRectangle

rule: ruleinteger mask: aForm
Displays aDisplayObject at aDisplayPoint on aDisplayMedium using
combination rule rulelnteger, halftone mask aForm, and clipping rectangle
clipRectangle.

Since forms have offsets, the form is actually displayed with its origin at a point given

by the sum of aDisplayPoint and the offset of the form. The protocol for displaying images
with transformations is also inherited from DisplayObject. For details see Section 9.4.2.
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Class Form Supports Methods for Common Combination Rules

Methods that return the integers representing commonly used combination rules for BitBlt
and displaying operations are provided as class methods in class Form.

®*  Formand

®  Form erase

®  Form over

®  Form paint

®  Form reverse
[ ]

Form under

Class Form Supports Common Halftone Masks

Methods that return the 16 * 16 forms representing commonly used halftone masks for
BitBlt and displaying operations are provided as class methods in class Form. These masks
are stored as class variables (constants) of the class.

®  Form black

Form veryDarkGray
Form darkGray
Form gray

Form lightGray
Form verylLightGray
Form white

9.6.6 Bit Copying and Line Drawing

In addition to implementing the protocol for the basic bit copy and line drawing operations
(see Section 9.5.3), forms support the convenient message copy:from:in:rule:, which is a
useful shorthand method for modifying a rectangular region of a form by copying a similar
sized region from some source form. For example, the following expression copies one
region of the display screen to another.

Display copy: (100@100 extent: 200@200) from: 200@200 in: Display rule: Form over.

Notice that in this case the source and destination forms are identical and that the
source and destination regions overlap.

¢ aForm copy: destinationRectangle from: sourcePoint in: sourceForm rule: rule

Modifies aForm (the destination form) by copying a region of the source
form with extent given by destinationRectangle and origin sourcePoint to a
region of aForm specified by destinationRectangle, using the specified
combination rule and defauit clipping rectangle given by aForm's boundary.

9.6.7 Coloring and Bordering Forms

Class Form inherits the protocol for coloring and bordering images from class
DisplayMedium (see Section 9.5.2). Form supplies an implementation for the primitive
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coloring method fill:rule:mask: and provides the following additional protocol for placing a
border around the perimeter of a form.

®  aForm borderWidth: aninteger
Modifies aForm to have a black border where the external boundary of the
border is the perimeter of aForm and the width of the border is aninteger.

®  aForm borderWidth: aninteger mask: aForm
Modifies aForm to have a border with color specified by aForm and where
the external boundary of the border is the perimeter of aForm and the width
of the border is aninteger.

9.6.8 Storing Images

Forms can be filed out to an external file and subsequently filed back in again in the same
fashion as Smalltalk code is filed in and out. This permits the external storage of forms and
the exchange of forms between users. A standard file format is used.

®  aForm writeOn: aFile
Saves aForm on the file aFile in the format: fileCode, extent, offset, bits.

®  Form readFrom: aFile
Returns the form stored on the file aFile in the format: fileCode, extent,
offset bits.

9.6.9 Converting Forms to Strings

No specialized print siring representation for forms is provided; forms respond to print-
String messages by printing 'a Form'. Forms respond to storeString by creating a compact
representation of a form that can subsequently be executed to recreate the original form.

9.6.10 Transforming Images

Forms support protocol for transforming images by scaling them up or down, obtaining
reflections and rotations, and for filling enclosed regions within a form. We will not give

Figure 9.25 Magnifying and shrinking images.
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detailed descriptions of the algorithms used to implement these methods but it is important
to realize that fundamentally, they are all implemented as repeated calls to the primitive
BitBIt operation.

Magnifying and Shrinking Images

Forms may be magnified and shrunk using the messages magnifyBy: and shrinkBy:. For
example, Fig. 9.25 was produced by displaying the form elephant, magnifying the form by
a factor of 2 in both x and y and displaying the result, and finally shrinking the original ele-
phant (not the large one) by a factor of 2 in x and y and displaying the result.

The algorithms used to shrink and magnify are fairly primitive. Magnify blows up
each bit in the original form by an amount equal to the scale. For example, if scale were
2@2, then each bit in the original is represented by four bits of the same color in the
magnified form. As can be seen from the magnified elephant, this algorithm gives rise to
increased "staircase” effects on the edges of images. Shrink works in exactly the opposite
way. If we imagine a rectangular grid placed on the original form with the size of the grid
specified by scale, then each bit in the shrunken form is produced by taking the upper left bit
within each of the grid rectangles. If the scale is nonintegral, it will be rounded. This makes
it difficult to magnify ‘picture’ forms in windows that can be resized arbitrarily by users.

¢ aForm magnifyBy: scale

Returns a new form that is a scaled up version of aForm as specified by the
argument scale.
aForm shrinkBy: scale

Returns a new form that is a scaled down version of aForm as specified by
the argument scale.

Reflecting Images

Forms may be reflected horizontally or vertically using the message reflect:. For a vertical
reflection, argument O@1 should be provided; for a horizontal reflection, it should be 1@0.

Fig. 9.26 shows the original elephant form, its vertical reflection, and its horizontal
reflection.

Figure 9.26 Reflecting images.

aForm reflect: specificationPoint
Returns a new form that is a reflection of aForm as specified by the
argument specificationPoint; vertical reflection is specified by 0@1,
horizontal reflection by 1@0.
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Rotating Images

Forms may be rotated clockwise in units of 90 degrees using the method rotateBy:
angleSpecification. The argument angleSpecification is an integer where 0 is no rotation, 1
is rotate clockwise by 90 degrees, 2 is rotate clockwise by 180 degrees, and so on. Fig. 9.27
shows the original elephant form and the two forms obtained by rotating clockwise 90 and
180 degrees respectively.

aForm rotateBy: angleSpecification
Returns a new form that is aForm rotated clockwise in units of 90 degrees
by an amount specified by angleSpecification; angleSpecification specifies
the integral number of 90 degree units to rotate by. Thus, 1 = 90 degrees, 2
= 180 degrees, and so on.

Figure 9.27 Rotating Images.

Scaling and Translating Images

Protocol for scaling (scaleBy:) and translating (translateBy:) forms are inherited from class
DisplayObject. These operations simply scale or translate the offset of the form. In the case
of scaling, this does not usually give the desired display effect — use the operations for
magnifying and shrinking images described earlier.

Region Filling

An enclosed region within a form may be filled with any halftone mask using the message
shapeFill:interiorPoint:. The arguments to the message are the required mask and a point
that lies within the interior region. The example below shows a form before and after filling
with a gray mask. An interior region is a region of white pixels that is surrounded by a
boundary of black pixels. Algorithms that fill regions in this manner are often called flood
fill algorithms because they "flood’ a specified region with a texture or pattern. It is impor-
tant to ensure that the desired region is completely enclosed, since the flood fill will escape
through any gaps in the boundary and fill surrounding areas of the form. Similarly, the fill
algorithm will not fill "islands” within a specified region that are themselves enclosed re-
gions.

®  aForm shapeFill: aMask interiorPoint: interiorPoint

Modifies the interior of some outlined region within aForm by filling it with
a pattern specified by aMask. The argument interior point specifies a point
within the interior region.
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Figure 9.28 Region filling.

9.7 INFINITE AND OPAQUE FORMS

You might expect that classes with names such as InfiniteForm and OpaqueForm would be
specializations of class Form. In fact, they are direct subclasses of DisplayObject. Therefore,
they inherit the displaying protocol of all displayable objects, but since they are not display
mediums they do not inherit protocol for bordering or coloring.

9.7.1 Infinite Forms

Infinite forms are patterned forms with an infinite extent. They have a single instance
variable, patternForm, which is a 16 by 16 bit form that replicates itself to fill an infinite
form when it is displayed. Within the existing Smalltalk system, infinite forms are used
only once to represent the gray background that forms the backdrop to the windows on the
Smalltalk display screen.

Creating an Infinite Form

Infinite forms are created using the protocol with: where the argument specifies the pattern
form; e.g., InfiniteForm with: Form gray = an infinite form filled with gray

®* InfiniteForm with: patternForm

Creates an infinite form that when displayed is filled with patternForm.
Other Supported Protocol

Infinite forms do not add any additional instance protocol to class DisplayObject. They
simply implement the methods required of all subclasses of DisplayObject. The primitive
display method fills the display medium onto which the infinite form is to be displayed with
the pattern form. The method computeBoundingBox returns a rectangle whose origin is

0@0 and whose comer is maximumSmallInteger@maximumSmalllnteger. The offset of an
infiniteForm is 0@0.

9.7.2 Opaque Forms

Unlike standard forms, opaque forms actually consist of two forms — a shape form and a
figure form. The shape form can be thought of as providing coverage information for the
figure form. The composite opaque form is obtained by combining the figure and shape
forms. The composite form is equal to the figure form except that those bits in the figure
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that correspond to white bits in the shape form are considered transparent bits rather than
black or white.

In Fig. 9.29, only the bits in the figure form that correspond to bits in the black
square of the shape form are identical in the composite opaque form. Consequently, the circle
and triangle are white, the surrounding square is black, and the surrounding bits are all
transparent.

Shape Form Figure Form

Opaque Form

Transparent

Black
Figure 9.29 Opaque forms.

An alternative way of viewing an opaque form is as a two-bit map; i.e., we store two
bits of information at each point (or pixel) in the image. This multiple bits per pixel view is
the manner in which color bits might be stored in a red-green-blue color system. For each
pixel in the two-bit map, there are four possible combinations. Fig. 9.30 shows the
resulting pixel color in the opaque form for each combination. Note that the result of one of
the possible states is undefined.

Shape Figure Meaning
0 0 Transparent
0 1 Undefined
1 0 White
1 1 Black

Figure 9.30 Viewing opaque forms as two-bit maps.
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Figure 9.31 Opaque form displayed over a pattern background.

‘When an opaque form is displayed on a display medium, transparent bits in the opaque
form leave the corresponding destination bits untouched. Otherwise bits from the opaque
form will replace corresponding bits in the destination. For example, Fig. 9.31 shows the
result of displaying the opaque form described earlier over a patterned background form.

The advantage of opaque forms is that they allow the user to work with black, white
and transparent colors simultaneously. For example, opaque forms allow cursors to be
defined where white bits can be made distinct from transparent bits and hence display as
white bits. An example of this notion can be found by evaluating OpaqueForm example,
which also illustrates the use of opaque forms in creating simple animation sequences.

Creating an Opaque Form

Two methods are supplied for creating opaque forms figure:shape: and shape:. In the latter
case, both the figure and shape forms are the same.

OpaqueForm figure: figureForm shape: shapeForm
Creates an opaque form with figure and shape given by figureForm and
shapeForm respectively. White in both forms denotes transparent.

®  OpaqueForm shape: aSolidShapeForm

Creates an opaque form with both figure and shape given by
aSolidShapeForm; i.e., the opaque form is black where the
aSolidShapeForm is black and transparent elsewhere.

Displaying an Opaque Form

The primitive display method for opaque forms requires two bitblt operations. First, the
shape form is displayed on the display medium using the erase rule and then the figure form
is displayed using mode under.

displayOn: aDisplayMedium at: aDisplayPoint clippingBox: clipRectangle
rule: ruleinteger mask: aForm.
*Displays an opaque form."

shape displayOn: aDisplayMedium at: aDisplayPoint clippingBox: clipRectangle
rule: Form erase mask: nil.

figure displayOn: aDisplayMedium at: aDisplayPoint clippingBox: clipRectangle
rule: Form under mask: aForm.
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Other Protocol

Instances of class OpaqueForm support additional protocol to access the shape and figure
forms and to access and modify individual pixels within an opaque form. In addition,
specialized implementations of storeOn: and bitEdit are defined for opaque forms.

anOpaqueForm figure

anOpaqueForm shape

anOpaqueForm valueAt: aPoint
Returns the value at location aPoint within anOpaqueForm — 0 for white, 1
for black, and 2 for transparent.

anOpaqueForm valueAt: aPoint put: aValue
Modifies the value at location aPoint within anOpaqueForm — 0 for white, 1
for black, and 2 for transparent. The bit at the origin is at 0@0; i.e., 0-based
(rather than 1-based) indexing is used.

9.8 CURSORS

Graphical cursors are represented in Smalltalk by instances of class Cursor. Cursors are used
in Smalltalk to provide important graphical feedback to the user. The shape of the cursor is
changed to reflect the activity that the system is carrying out. For example, a pair of reading
glasses is displayed when Smailtalk is reading from an external file while a pen is displayed
when writing to a file. Cursors are also used in conjunction with the mouse to indicate a
location on the display screen. Movement of the mouse is coordinated with movement of the
graphical cursor on the display. Confirmation of a particular location is achieved using the
buttons on the mouse. Together with the mouse, cursors form the basis for the
implementation of many interactive graphical operations; e.g., framing a window, selecting
from a menu, changing the active window, selecting a section of text, or selecting the start
and endpoints of a line.

Cursor is a subclass of Form that restricts the extent of a form to a 16 by 16 area,
maintains class variables for most of the common cursors used by the system, and supports
additional protocol to access and modify the currently active cursor. Most cursors used by
Smalltalk are stored in class variables of class Form. These class variables include
ReadCursor, WriteCursor, CrossHairCurscr, and so on. Rather than accessing the names of
the class variables directly, class methods are provided. Some of the more important
predefined cursors accessible through class Cursor are shown in Fig. 9.32. Note that the first
cursor is blank.

4 + 1 & =+ X

blank corner crosshair  down execute marker normal
& - ] X 4
origin read square up wait write

Figure 9.32 Smalltalk cursors.
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The class methods used to access these cursors are shown below. Additional system
cursors include the bulls-eye, caret, garbage and hand icons. See the class method category
constants in class Cursor for a full list.

Cursor blank
No cursor shape — used to make cursor invisible.
Cursor corner
Bottom right corner shape — displayed when framing rectangular areas.
Cursor crossHair
Used in the Bit Editor.
Cursor down
Half down arrow shape — displayed when scrolling to view previous text.
Cursor execute
Displayed by the system when execution is taking place.
Cursor marker
Right arrow shape — displayed when jumping to a specific piece of a
document.
Cursor normal
The regular Smalltalk cursor.
Cursor origin
Top left corner shape — displayed when framing rectangular areas.
Cursor read
Reading glasses shape — displayed when reading from a file.
Cursor square
A 4 x 4 square shape — not used by the Smalitalk system.
Cursor up
Half up arrow shape — displayed when scrolling to view subsequent text.
Cursor wait
Hour glass shape — displayed when a slow file operation is being
performed.
Cursor write
Pen shape — displayed when writing to a file.

In early versions of Smalltalk, other cursors, such as the thumbs up and thumbs down
cursors, were not accessible through class Cursor but rather were defined in the classes in
which they were used. Thumbs up and down, for example, were defined in
BinaryChoice View — a class for constructing query windows that require a boolean answer
to a ‘yes’ or ‘no’ question. In later versions of the system, all system cursors have been
collected together in class Cursor.

Cursor thumbsUp
Cursor thumbsDown

& &

Figure 9.33 Thumb cursors.
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Note that the offset associated with a cursor is often very important. The offset ensures
that the hot spot of the cursor is displayed at the correct position. For example, the hot
spot of the normal Smalltalk cursor is the pixel representing the tip of the arrowhead; for
the crosshairs it is the pixel where the hairs cross.

9.8.1 Installing a New Cursor

It is relatively simple to add a new cursor to the system. Suppose we want to define a new
cursor in the shape of the bug used earlier in this chapter. First, install the name of the new
cursor as a class variable in class Form. Next, define the required cursor shape and offset
using the instance creation protocol inherited from class Form. The bitmap should be
provided as an array of 16-bit words as described earlier. Although the protocol is inherited,
the Cursor subclass ensures that the extent of the cursor is 16 by 16. Add a private class
method initializeBug to initialize the class variable bugCursor as shown below.

initializeBug
BugCursor « Cursor

extent: 16@16

fromArray: #(
2r0000000000000000
2r0000000000000000
2r0001000000001000
2r0001000110001000
2r0001100110011000
2r0000111111110000
2r0001111111111000
2r0001111111111000
2r0001111111111000
2r0001111111111000
2r0000111111110000
2r0001100000011000
2r0001000000001000
2r0000000000000000
2r0000000000000000)

offset: -8@-9.

Now, include a call to this method, for example, self initializeBug, in the code for
class method initialize and evaluate the expression Cursor initialize to install the new
cursor. Finally, provide a convenient way of referring to the cursor by adding a bug class
method to class Cursor.

TBugCursor.

Successful installation of the new cursor can be tested using an expression such as
Cursor bug showWhile: [(Delay forSeconds: 15) wait)
which replaces the current cursor with the bug and displays the bug while the block

argument to showWhile: is evaluated. In this case, the new cursor will appear for fifteen
seconds at which point the original cursor will be reinstalled.
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9.8.2 Additional Protocol for Cursors

At any time, only one cursor is active. Sensor, a global variable of class InputSensor,
keeps track of which cursor is currently being used and also its position on the display. In
general, class InputSensor provides an interface to the user-input devices, the pointing device
{mouse), and the keyboard. Protocol for class InputSensor as it relates to simple graphical
interaction with the pointing device will be discussed in greater detail in the next section.
Class Cursor also contains protocol that, through messages sent to Sensor, allows the
current cursor to be manipulated.

¢ aCursor show

Makes aCursor the current cursor.
®  aCursor showGridded: gridPoint
Makes aCursor be the current cursor and forces the location of the cursor to
the nearest point on a grid specified by gridPoint.
®  aCursor showWhile: aBlock
Makes aCursor the current cursor while aBlock is evaluated. The original
cursor is restored after the block is evaluated.
¢ Cursor currentCursor
Returns the currently displayed cursor.
Cursor currentCursor: aCursor
Makes aCursor the current cursor and displays it.
Cursor cursorlink: aBoolean
If aBoolean is true, causes the cursor to track the pointing device location;
otherwise, tracking is disabled.

9.9 CLASSES DISPLAYSCREEN AND DISPLAYBITMAP

Class DisplayScreen is a subclass of class Form. The Smalltalk system contains one
distinguished global instance of class DisplayScreen named Display, which represents the
image on the display screen. Instances of class DisplayScreen differ from normal forms in
that their bitmap is represented by an instance of class DisplayBitmap rather than class
FormBitmap (previously WordArray). This makes it possible to distinguish the particular
bitmap that is being displayed. Various implementations can then treat this bitmap
specially. Class DisplayBitmap is a subclass of class FormBitmap and supports no additional
protocol. It is possible to have more than one instance of class DisplayScreen. For example,
this might be useful in an animation context where screens are double buffered; i.e., where
one screen is displayed while the next is being computed.

Class DisplayScreen provides additional protocol that allows manipulation of the
whole display screen.

® DisplayScreen currentDisplay: aDisplayScreen

Makes aDisplayScreen be the current display image.

DisplayScreen displayExtent: aPoint
Sets the extent (horizontal and vertical resolution) of the display image
from aPoint. The logical screen size may differ from the physical screen size.
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DisplayScreen displayHeight: height
Sets the height (vertical resolution) of the display image to height. The
logical screen height can differ from the physical screen height.
aDisplayScreen flash: aRectangle
Flashes the area of the display screen defined by the rectangle aRectangle.

9.10 Graphical Interaction

When we think of graphics applications, we tend to think of the display process; i.e., graph-
ical output. However, in the case of interactive graphics, graphical input is also vitally im-
portant. Smalltalk is one of the finest examples of an interactive graphical programming en-
vironment. Many operations require graphical interaction; e.g., framing a window, selecting
from a menu, changing the active window, selecting a section of text, or selecting the start
and endpoints of a line. In this section, we explore, describe, and illustrate with examples
how Smalltalk code can be developed involving simple interactive graphics sequences. The
chapter on windows deals with the issues of how to write complete interactive graphical ap-
plications.

For some graphical operations, such as choosing the endpoints of a line, the user
wishes to indicate a physical point on the screen. In others, such as selecting from a menu,
the user wishes to logically select some on-screen item. All of these higher-level interactive
operations are built on two fundamental capabilities: selecting a position on the display and
confirming such a selection to Smalltalk. When a mouse is used as the primary input device,
the selection of a position on the display is achieved by moving a cursor on the display to
coincide with physical movement of the mouse. Confirmation of a chosen position is
achieved using the buttons on the mouse.

Class InputSensor, a subclass of class Object, provides an interface to the user in-
put devices — Smalltalk assumes a keyboard and a three-buttoned mouse is available. Access
to the input devices is provided through the global variable Sensor, a default instance of
class InputSensor. For instance, we can detect whether a mouse button has been pressed
using the message Sensor anyButtonPressed.

Protocol is supported to interrogate the state of the three mouse buttons (named red,

yellow, and blue) and the location of the mouse as well as methods to wait for a certain kind
of mouse activity before returning the location of the cursor.

*  redButtonPressed
Is the red mouse button being pressed?
®*  blueButtonPressed
Is the blue mouse button being pressed?
¢ yellowButtonPressed
Is the yellow mouse button being pressed?
®  anyButtonPressed
Is any mouse button being pressed?
®  noButtonPressed
Is no mouse button being pressed?
®*  mousePoint
Returns a point indicating the coordinates of the current mouse location.
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®*  mousePointNext
Returns the mouse point if the red button is down; false otherwise.

¢ waitButton
Waits for the user to press any mouse button and then answer with the
current location of the cursor.

¢  waitClickButton
Waits for the user to click (press and then release) any mouse button and
then answers with the current location of the cursor.

®*  waitNoButton
Waits for the user to release any mouse button and then returns the current
location of the cursor.

Sensor also keeps track of which cursor is currently in use and the position of the
cursor on the display. Both of these attributes may also be modified using the protocol
shown below.

*  cumrentCursor
Returns the cursor currently in use.
currentCursor: newCursor
Sets newCursor to be the displayed cursor form.
®  cursorPoint
Returns a point indicating the location of the cursor ‘hot spot’.
®  cursorPoint aPoint
Sets aPoint to be the current location of the cursor ‘hot spot’.

9.10.1 Examples of Graphical Interaction

The following examples of Smalltalk code illustrate the use of Sensor in constructing
simple examples of graphical interaction.

Magnifying an Area on the Display

In the Form class method exampleMagnify, a form with origin at the cursor point and
extent SO@50 is captured interactively from the display and redisplayed at the left corner of
the display (0@0) magnified by a scale factor of 3@3. The position of the origin of the form
to be magnified can be changed by moving the mouse.

exampleMagnify
{Sensor redButtonPressed] whileFalse:
{(Form fromDisplay: {(Sensor cursorPoint extent: 50@50))
magnifyBy: 3@3)
displayAt: 0@0]

Animating a Form by Attaching It to the Cursor
An example given earlier can now be fully understood. The following method below attaches

the receiving form to the cursor position. As the cursor moves (the cursor itself is not
displayed since its image is blank), aForm is displayed at the cursor point. Whenever the
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image is displayed at a new position, the previous background is restored. The process
continues until a mouse button is depressed. The method follow: locationBlock while:
durationBlock continuously displays an image at locations supplied by evaluating
locationBlock as long as durationBlock evaluates to true.

animateForm
Cursor blank showWhile:
self follow: [Sensor cursorPoint] while: [Sensor noButtonPressed]]

Drawing a Sequence of Connected Lines on the Display

The method connectedLines (implemented as a class method for class Form) shown below
allows a user to interactively display a sequence of connected line segments.

connectedLines
“Displays a sequence of connected line segments where the endpoint of each line is
interactively selected by pressing the red (or selection) mouse button. To terminate
the method press any other mouse button.”

| aForm endOflLineSegments startPoint endPoint oldCursor |

aForm « Form new extent: 5 @ 5; black. “creates a black 5 by 5 form"
oldCursor « Sensor currentCursor.
Display white. "clear the display screen”
Cursor crossHair showWhile: [

startPoint < Sensor waitButton. "get start point for first line"

endOfLineSegments « false.
[endOfLineSegments] whileFalse:
endPoint « Sensor waitButton.
Sensor redButtonPressed
ifTrue: [
Display drawLine: aForm from: startPoint to: endPoint
clippingBox: Display boundingBox rule: Form over mask: nil.
startPoint < endPoint. Sensor waitNoButton]
ifFalse: {endOfLineSegments « truelll.

The example illustrates how a different cursor may be used within a method by saving
and restoring the existing cursor. Endpoints of the lines are specified using the red (or
selection) button of the mouse. Pressing any other button terminates the method.

9.11 GENERATING GRAPHICS PATHS AND TRAJECTORIES

The graphical class Path, a subclass of DisplayObject, provides the basic functionality for
classes that represent trajectories. Specializations of class Path include Arc, Circle, Curve,
Line, LinearFit, and Spline (sce Fig. 9.34).

The graphical representation of any path is generated by displaying some graphical
form at a collection of points on the display. The collection of points is chosen to best
approximate the selected path or trajectory. For example, for a line, the points are chosen to
approximate a continuous line drawn between the two endpoints. Clearly, since the selected
points must be restricted to pixel positions on the display, the displayed line may not be
smooth,
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l Ach [Curvel | Line] Linear | Spline |

Fit

Figure 9.34 The graphics path classes.

Instances of class Path and its subclasses can be logically thought of as consisting of
an ordered collection of points and a form. The ordered collection of points are those required
to uniquely specify the selected path. In the case of class Path, this collection consists of all
the points at which the form is to be copied onto the display to generate the path. For most
subclasses, only a few points are needed to specify the path — all other points are computed
when the path is displayed. For example, for a line, only the endpoints of the line need to be
specified. The choice of form governs the actual displayed representation. For example, a
thin line can be generated by selecting a form consisting of a single black pixel or a thick
line by selecting a form that is a 4 by 4 black square.

The basic functionality of class Path and its subclasses is described below. Examples
of each class are shown in Fig. 9.35 — a 10 by 10 black form is used in each case.

Path A path is specified by an ordered collection of points. When
displayed, the path is generated by copying a given form
onto the display at each point in the collection. No forms
are displayed between the points.

Line A line is specified by two endpoints. A line is displayed as
a collection of points that generate a path approximating
the actual line between the endpoints.

LinearFit A linear path is specified by an ordered collection of points.
When displayed, it computes a piece-wise linear approxima-
tion by generating lines between successive points in the
collection.
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Curve A curve is specified by three points: pl, p2, and p3. When
displayed, a continuous hyperbola or conic section is fitted
through the points that interpolate p1 and p3 and is tangent
t% the lines joining (a) p1 and p2 at p1, and (b) p2 and p3 at
p3.

Spline A spline is specified by an ordered collection of points.
When displayed, a smooth continuous curve is fitted
through the points.

Arc A quadrant of a circle is specified by a center, a radius, and a
quadrant number (1 through 4). When displayed, computes a
collection of points that generate a continuous quarter circle
approximating the specified quadrant.

Circle A circle is specified by a center and a radius. Displayed by

generating a continuous circular curve representing the four
quadrants of the circle.

9.11.1 Generating Paths
Instance Creation

Paths support the class protocol new and new: anInteger for creating uninitialized instances
of class Path. The latter message specifies the initial size of the path; i.e., how many points
in the path, The default form is a 1 by 1 black form (a black dot). All subclasses except
Curve and Line inherit these messages.

®  Path new

®  Path new: numberOfPoints

N\

Path, LinearFit, and Spline drawn through same 5 points

S ~ v 0O

Curve drawn given Line Arc of a circle drawn Circle
3 points in the 4th quadrant

Figure 9.35 Examples of graphics paths.
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A subset of the protocol for ordered collections is supported for accessing, testing,
adding to, removing from, transforming, and enumerating over the ordered collection of
points associated with a path. Strangely, paths do not currently support do: although they
do support collect: and select:. The do: method may easily be added by refining the
collect: method.

Accessing and Modifying the Points on a Path

The protocol at: index and at: index put: aPoint allow points to be retrieved and modified by
position. In addition, paths support protocol for directly accessing and/or modifying the first,
second, third, and last elements of the collection of points.

aPath at: index

aPath at: index put: aPoint
aPath first

aPath firstPoint

aPath firstPoint: aPoint
aPath secondPoint

aPath secondPoint: aPoint
aPath thirdPoint

aPath thirdPoint: aPoint
aPath last

aPath last: aPoint

e @ o o o6 o o o & o o

Determining the Size of a Path

The size of a path may be tested using the protocol size and isEmpty.

aPath size
®  aPath isEmpty

Adding Points to or Removing Points from a Path

Points may be added to or removed from a Path using the protocol add: aPoint and
removeAllSuchThat: aBlock.

aPath add: aPoint
®  aPath removeAllSuchThat: aBlock

Sequencing over the Points on a Path

A subset of the familiar enumeration protocol from collections, namely collect: aBlock and
select: aBlock, is also supported by paths.

®  aPath collect: aBlock
®  aPath select: aBlock
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Scaling and Transforming the Points on a Path

There are basically two kinds of display objects in the Smalltalk system — those that when
asked to transform themselves and create a new object and those that modify themselves by
maintaining a record of the transformation request (typically an offset). Paths, like rectangles
and points, are display objects of the first kind. A scaled or translated version of some
existing path may be created using scaleBy: aPoint and translateBy: aPoint.

®  aPath scaleBy: aPoint

Returns a new path with a collection of points equal to those of aPath
scaled by aPoint.

aPath translateBy: aPoint
Returns a new path with a collection of points equal to those of aPath
translated by aPoint.

Accessing and Modifying the Form Associated with a Path

The form associated with a path may be accessed and modified using the protocol form and
form: aForm. If no form has been associated explicitly with a path, a default 1 by 1 black
form (a black dot) is returned by form.

aPath form
®  aPath form: aForm

Displaying a Path

All subclasses of DisplayObject (the superclass of Path) must provide their own protocol
for graphically displaying themselves and for computing a display bounding box
(computeBoundingBox). Class Path and its subclasses each implement specialized
methods for displaying. Class Path provides an implementation for computing the display
bounding box based on computing the smallest rectangle that encloses all points on the
given path. This method is inherited by all existing subclasses of class Path, although it is
not appropriate for use with arcs and circles.

¢ aPath displayOn: aDisplayMedium at: aDisplayPoint clippingBox: clipRectangle

rule: rulelnteger mask: aForm

aPath displayOn: aDisplayMedium transformation: display Transformation
clippingBox: clipRectangle rule: ruleinteger mask: aForm

aPath computeBoundingBox

Note that it is usually unnecessary to specify all the parameters to the display
operations. In most cases the simplified displaying protocol, displayOn: aDisplayMedium,
is sufficient,

To illustrate the use of paths, suppose we want to create and display a path with a
given form where individual positions on the path are interactively specified using the
mouse. The following example class method for class Path would accomplish this task.
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pathDrawingExample
*Creates a path from points interactively selected with the mouse and displays the
path on the display. A path is generated by pressing the red mouse button to
indicate each point on the path; pressing any other mouse button terminates the
example.”

| aPath aForm endOfPath aPoint |

aForm « (Form new extent: 3 @ 3) black. “creates a 3 by 3 black form*
aPath < self new form: aForm. "create a new path”
*use the form for displaying the path”
Display white. “clear the display screen”
[aPoint «- Sensor waitButton. Sensor redButtonPressed]
whileTrue: [
aPath add: aPoint. *add the new point to the path”
Sensor waitNoButton).
aPath displayOn: Display “*display the path*
TaPath
*Path pathDrawingExample®

9.11.2 Generating Lines
Instance Creation

Lines can be thought of as paths with a path length of 2 where the two points indicate the
beginning and end of the line respectively. Instances of class Line are best created using the
protocol from: beginPoint to: endPoint withForm: aForm. Line overrides new to return a
line with both endpoints initialized to be the point 0@0.
® aline from: beginPoint to: endPoint withForm: aForm

Returns a new line with endpoints beginPoint and endPoint and form aForm.
aline new

Returns a new line with endpoints 0@0 and a single black pixel as the

default form.

Accessing and Modifying a Line

In addition to the protocol inherited from class Path, class Line supports additional protocol
for accessing and modifying the beginning and endpoints of the line.

®  aline beginPoint

®  aline beginPoint: aPoint

® aline endPoint

® aline endPoint: aPoint
Displaying a Line

Many algorithms have been devised for displaying an approximation to a straight line on a
bit-mapped display. The displayOn family of messages for lines uses an efficient line
drawing algorithm developed by Bresenham {IBM Systems Journal, Vol. 4, No. 1, 1965]
that involves only integer arithmetic.
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An Example: Rubber-Band Lines

Rubber-banding is a common technique for interactively positioning a line. One end point
of the line is fixed while the other is "attached" to the position of the cursor. Whenever the
cursor moves, a new line is drawn from the start point to the current cursor location and any
previous line is erased. This process is repeated, providing the user with a view of the cur-
rently selected line at all times. The process terminates when the final end point is selected.
Using a mouse, the initial start point can be selected by depressing a mouse button, interme-
diate lines will be displayed as long as the button remains depressed, and the final line will
be selected when the button is released. Similar rubber-banding techniques can be used to in-
teractively create other graphic objects, for example, rectangles and circles.

The class method rubberBandLineFromUser below returns a line created using a
rubber banding technique. Note that intermediate lines drawn on the display should not mod-
ify the original contents of the display. This is achieved by displaying and erasing the lines
using exclusive-or (reverse) mode.

class methods
instance creation

rubberBandLineFromUser
"Creates a line using rubber-banding techniques. Depress the red button to indicate
the start point of the line. As long as the button is kept depressed, a line will be
drawn between the start point and the current cursor position. As the cursor moves,
so does the line. When the button is released, the final line is drawn and returned .*

| firstPoint endPoint aForm |
aForm « (Form new extent: 1@1) black.
firstPoint < Sensor waitButton.
endPoint «
self rubberBandFrom: firstPoint until: [Sensor noButtonPressed] with: aForm.
T(Line from: firstPoint to: endPoint with: aForm)

private

rubberBandFrom: startPoint until: aBlock with: aForm
“While aBlock evaluates to true, displays a line in reverse mode from startPoint to
the current cursor point. If the cursor point changes then remove the line and draw
a new line from the startPoint to the new location of the cursor. When aBlock
evaluates to false, erase the final line and return the final end point.”

| line endPoint |
line « Line from: startPoint to: startPoint withForm: aForm.
line displayOn: Display at: 0@0 clippingBox: Display boundingBox
rule: Form reverse mask: nil. “display first line"
[aBlock value] whileFalse: [
{endPoint < Sensor waitButton) = line endPoint ifFalse: [
line displayOn: Display at: 0@0 clippingBox: Display boundingBox

rule: Form reverse mask: nil. “erase existing line"
line endPoint: endPoint. "change the end point"
line displayOn: Display at: 0@0 clippingBox: Display boundingBox
rule: Form reverse mask: nil. “display new line"]].
line displayOn: Display at: 0@0 clippingBox: Display boundingBox
rule: Form reverse mask: nil. "erase final line"

Tiine endPoint
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9.11.3 Generating Linear Fits

Instances of class LinearFit are paths that are displayed as piece-wise linear approximations
on an ordered collection of points. They support no additional protocol — all protocol is
either inherited from Path or is a redefinition of some part of the display protocol from class
Path. A linear fit is displayed as a connected sequence of line segments drawn between each
pair of adjacent points in the ordered collection of points. The line drawing algorithm from
class Line is used to draw each line segment.

To test class LinearFit, use the example methods in class Path and send them to class
LinearFit instead. The previous examples would also work if tested on class LinearFit.

9.11.4 Generating Curves

Instances of class Curve are paths specified by an ordered collection of three points. They
support no additional instance protocol — all protocol except for specialized display protocol
is inherited from class Path. A curve specified by three points p1, p2, and p3 is displayed as
an approximation to a hyperbola that interpolates pl and p3 and is tangent to the lines
joining p1 and p2 at pl and p2 and p3 at p3 (see Fig. 9.36).

Curve reimplements new so that the three points specifying the curve are all initialized
to 0@0. Use firstPoint: aPoint, secondPoint: aPoint, and thirdPoint: aPoint to specify
the points from which the curve is to be generated.

Example

An example class method for interactively creating and displaying instances of class Curve is
shown below.

curveDrawingExample
*Designate three points on the screen by clicking any mouse button. A 10 by 10
black form will be displayed at each selected point. A hyperbolic curve based on the
three selected points will be displayed using the same form.”

| aCurve aForm |

aForm « (Form new extent: 10 @ 1 black. “create a 10 by 10 black form*®
Display white. "clear the display"
aCurve « Curve new form: aForm. “use the black form for display®

*Collect and display three points on which to base the curve.*

aCurve firstPoint: Sensor waitButton. Sensor waitNoButton.
aForm displayOn: Display at: aCurve beginPoint.

aCurve secondPoint: Sensor waitButton. Sensor waitNoButton.
aForm displayOn: Display at: aCurve beginPoint.

aCurve thirdPoint: Sensor waitButton. Sensor waitNoButton.
aForm displayOn: Display at: aCurve beginPoint.

aCurve displayOn: Display. "display the curve"

"Curve curveDrawingExample"”
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Figure 9.36 Curve specified by the points pl, p2, and p3.

9.11.5 Generating Splines

Splines are used extensively in graphics applications for generating approximations to
smooth curves through a given collection of control points. Class Spline inherits protocol
from class Path but reimplements its own display protocol. The cubic spline display method
must compute first, second, and third derivatives. These derivatives may be accessed using
the protocol derivativePointsAt.

®  aSpline derivativePointsAt

If the first and last points in the collection are coincident, a closed spline curve will be
generated.

®  aSpline isCyclic

The following method interactively creates and displays instances of class Spline.

splineDrawingExample
*Designate points on the Path by clicking the red button. Terminate by pressing any
other button. A 10 by 10 biack form will be displayed at each selected point. A cubic
spline curve will then be displayed through the selected points, using the same
form.”

| splineCurve aForm endOfPath |
aForm ¢« (Form new extent: 10 @ 10) black. “create a 10 by 10 black form*
Display white. “clear the display"
splineCurve « Spline new form: aForm.
endOfPath « false.
[endOfPath] whileFalse: [
Sensor waitButton.
Sensor redButtonPressed
fTrue: [
splineCurve add: Sensor waitButton. "add point to spline*
Sensor waitNoButton.
"display point on spline”
aForm displayOn: Display at: splineCurve last]
ifFalse: [endOfPath « true]l.
splineCurve computeCurve. “compute derivatives"”
"display spline”
splineCurve isEmpty ifFalse: [splineCurve displayOn: Display].
TsplineCurve

“Spline splineDrawingExemple”
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You may have noticed that the pathDrawingExample method can be inherited by
Spline. Instead of the above we could write ‘Spline pathDrawingExample;
computeCurve; displayOn: Display’.

9.11.6 Generating Arcs and Circles

Although class Arc inherits representation from Path, it also introduces additional instance
variables to specifically maintain the quadrant, radius, and circle of an arc. Arcs should
perhaps be renamed quadrants since only quadrants of a circle, rather than arcs, can be
represented. Arcs require the quadrant of the circle to be specified as well as the radius and
center. Quadrants are labelled 1 through 4, as shown in Fig. 9.37.

Figure 9.37 Quadrant labels for class Arc.
Instance Creation

Arcs (and circles) are best created by invoking the inherited method new from class Path and
then explicitly initializing the radius, center, and quadrant of the arc.

Accessing and Modifying an Arc or Circle

Arcs (and circles) support additional protocol to access and modify the radius, center, and
quadrant (arc only). Other arc protocol allows concurrent modification of the center, radius,
and quadrant.

anArc quadrant: quadrantNumber
anArcOrCircle center: aPoint radius: aPoint

®  anArcOrCircle radius

®  anArcOrCircle radius: aPoint
®  anArcOrCircle center

¢ anArcOrCircle center: aPoint
®  anArc quadrent

L ]

®

®

anArc center: aPoint radius: aPoint quadrant: quadrantNumber

It is important to note that although the protocol for the points on a path (e.g., at:
index, firstPoint, and so on) is inherited by arcs and circles, it is clearly inappropriate to use
it. Classes Arc and Circle do not override these methods. Similarly, it is inappropriate to use
the protocol involving quadrants when sending messages to circles.

Bounding Boxes for Arcs and Circles

Arcs and circles inherit operation computeBoundingBox from class Path. However, the
inherited method operates on the inherited representation not the additional instance variables
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introduced by arcs and circles. The operation must be reimplemented for both classes to work
properly.

Example

The following example illustrates the creation of a Moire pattern (see Fig. 9.38) using
concentric circles. Moire patterns are patterns generated by viewing similar patterns at
different angles or distances. The pattern shown was generated by displaying a set of
concentric circles, then displacing the center of the circle to the left, and displaying the same
set of concentric circles again.

moirePatternExample
"Click any button somewhere on the screen. This point will be the center of a set of
closely spaced concentric circles. The center will be shifted to the left and a similar
set of concentric circles drawn to construct a Moire pattern.”

| aCircle aForm maximumRadius leftShift |
Display white.
maximumRadius « 75. leftShift « 20.
aForm « (Form new extent: 1@1) black.
aCircle « Circle new form: aForm; radius: 4; center: Sensor waitButton.
[aCircle radius < maximumRadius] whileTrue: [
aCircle displayOn: Display; radius: aCircle radius + 2].
aCircle center: aCircle center - (leftShift @ 0) radius: 4.
[aCircle radius < maximumRadius] whileTrue: {
aCircle displayOn: Display; radius: aCircle radius + 2]

“Circle moirePatternExample”
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Figure 9.38 Moire pattern.
9.11.7 Generating New Paths: Ellipses

What must be done to add new path classes to Smalltalk? For example, suppose we wished
to add a new subclass of Path to represent ellipses. All subclasses of DisplayObject (the
superclass of Path) must provide their own protocol for graphically displaying themselves
and for computing a display bounding box. They must at least implement the two primitive
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displaying operations (displayOn: aDisplayMedium at: aPoint clippingBox: clipRectangle
rule: anlnteger mask: aForm, and displayOn: aDisplayMedium transformation:
aTransformation clippingBox: clipRect rule: anlnteger mask: aForm) and the operation
computeBoundingBox.

As with classes Arc and Circle, we will adopt the approach of augmenting the
representation inherited from class Path. Additional protocol will also be needed to access and
modify this extension. To simplify discussion of the display algorithms, we will limit the
implementation to ellipses whose axes are parallel to the x and y axes. Such ellipses can be

specified in terms of the lengths of the semimajor and semiminor axes lengths and a center
point (see Fig. 9.39).

SemiMinor Axis

SemiMajor Axis

_~

Figure 9.39 Specification of an Ellipse.

Center ~—a

Accessing and Modifying an Ellipse

Ellipses support additional protocol to access and modify the center, semiMajorAxis and
semiMinorAxis.

anEllipse center

anEllipse center: aPoint

anEllipse center: aPoint semilMajorAxis: majorLength
semiMinorAxis: minorLength

anEllipse semiMajorAxis

anEllipse semiMajorAxis: aLength

anEllipse semiMinorAxis

anEllipse semiMinorAxis: aLength

The following is an example method illustrating the use of the class Ellipse.

ellipseDrawingExample
*Click the button somewhere on the screen. The designated point will be the center
of an ellipse with semimajor axis of length 60 and semiminor axis of length 30."

| aForm |
aForm ¢ (Form new extent: 5 @ 5) black. "make a black Form for display"
Ellipse new

form: aForm; “set the form for display*”

center: (Sensor waitButton) semiMajorAxis: 60 semiMinorAxis: 30;
displayOn: Display.

"Ellipse ellipseDrawingExample”
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How is the path followed by an ellipse to be generated in a form suitable for display?
Since an ellipse is a conic section just like a circle, we might investigate how a circle is
displayed. A circle is generated by displaying the four quadrants (arcs) of the circle. Each arc
or quadrant is generated using the following method.

instance methods
displaying
displayOn: aDisplayMedium at: aPoint clippingBox: clipRect rule: aninteger mask: aForm

| nSegments line angle sin cos xn yn xn1 yn1 |
nSegments « 12.0.
line « Line new. line form: self form. angle « 90.0 / nSegments.
sin « {angle * (2 * Float pi / 360.0)) sin. cos « (angle * (2 * Float pi / 360.0)) cos.
quadrant = 1 ifTrue: [xn < radius asFloat. yn < 0.0].
quadrant = 2 ifTrue: [xn « 0.0. yn « 0.0 - radius asFloat).
quadrant = 3 ifTrue: [xn « 0.0 - radius asFloat. yn « 0.0].
quadrant = 4 ifTrue: [xn < 0.0. yn « radius asFloat].
nSegments truncated timesRepeat: [
xn1 e xn * cos + {yn * sin). yn1 « yn * cos - (xn * sin).
line beginPoint: center + (xn truncated @ yn truncated).
line endPoint: center + (xn1 truncated @ yn1 truncated).
line displayOn: aDisplayMedium at: aPoint clippingBox: clipRect rule: aninteger
mask: aForm.
xn « xn1.yn « yn1]

The quadrant is generated using an algorithm based on the parametric form of a circle.
In parametric form, each coordinate of a point on a circle centered at the origin is represented
as a function of 6:

X =T cosO
y =rsin0

where r is the radius of the circle and 9 is the angle in radians. Choosing equal increments of
6 from O to 2r generates equally spaced points on the circle. An approximation to the circle
can be displayed by drawing lines between adjacent points on the circumference. Only values
of 0 in the range 0 to /2 need be considered since by symmetry each point in this range
generates one point in each of the other three quadrants. Choosing a smaller amount by
which to increment 0 generates more points and hence more lines and a better approxima-
tion. However, for each point, two costly trigonometric functions must be evaluated.
Fortunately, the recalculation of the trigonometric functions can be avoided. If d6 is

the amount by which to increment 6 between the generation of adjacent points, then using
the parametric form

Xp =¥ €050 and x,, 1=T1 cos ( 6 + dO)
Yp =rsind and y,, . 1=r sin (6 + dO)

cos (9 + dB) = cosO cos dO - sin0 sind0
sin (6 + dO) = cos0 sin dO + sin® cosd6
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it follows that
Xp4+1 = Xp €0sd6 - y, sind6
Yn+1 = Xp $ind0 + y,, cosd®

Since d0 is constant, the values of sin d6 and cos d6 need be computed only once. The
points generated can be translated to allow the center of the circle to lie at points other than
the origin. Note that in Smalltalk the y-axis is the inverse of a normal coordinate system;
i.e., y is O at the top of the display. In the method for displaying an arc of a circle the para-
metric equations are modified to allow for this; i.e., y is scaled by a factor of -1.

A similar parametric form based approach can be adopted to generate ellipses. For an
ellipse with semimajor axis a and semiminor axis b centered at the origin, the parametric
form is

X = a cos0
y = b siné
If d0 is again the amount by which to increment 6 between the generation of adjacent
points, using the parametric form
X, = a ¢co0s0 and x,,, 1= a cos (6 + dO)
Yp=bsin@and y, . 1=Db sin (6 + dO)
reduces the computation for each point on the ellipse to the following:
Xp+1 = Xp €0s dO - (a/b) y,, sin d6)
Yn+1 = (b/a) x;sin dO + y,, cos dO)

Class Ellipse is shown below. We leave it to the reader to modify the class to permit
ellipses with axes that are not parallel to the x and y-axes.

Class Ellipse

class name Ellipse

superclass Path

instance variables semiMajorAxisLength
semiMinorAxisLength
center

class methods
examples

ellipseDrawingExample
"Click the button somewhere on the screen. The designated point will be the center
of an Ellipse with semimajor axis of length 60 and semiminor axis of length 30."

| aForm |
aForm « (Form new extent: 5 @ 5) black. *make a Form for display*
Ellipse new

form: aForm; "set the form for display"

center: {Sensor waitButton) semiMajorAxis: 60 semiMinorAxis: 30;
displayOn: Display

"Ellipse ellipseDrawingExample”
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instance methods
accessing

center
Teenter
center: aPoint
center « aPoint

semiMajorAxis
TsemiMajorAxisLength
semiMajorAxis: aLength
semiMajorAxisLength « alength
semiMinorAxis
TsemiMinorAxisLength
semiMinorAxis: aLength
semiMinorAxisLength « alength

center: aPoint semiMajorAxis: majorLength semiMinorAxis: minorLength
center « aPoint. semiMajorAxisLength « majorLength.
semiMinorAxisLength «— minorLength

display box access

X
Teenter - {semiMajorAxisLength @ semiMinorAxisLength) + form offset
extent: form extent + (2 * (semiMajorAxisLength @ semiMinorAxisLength)}

displaying

displayOn: aDisplayMedium at: aPoint clippingBox: clipRectangle rule: aninteger
mask: aForm

| nSegments line angle sin cos xn yn xn1 yn1 ratio inverseRatio quadrant |

nSegments « 48.0. line « Line new form: self form. angle < 360.0 / nSegments.
sin « (angle * {2 * Float pi / 360.0)) sin. cos « (angle * (2 * Float pi / 360.0)} cos.
ratio «~ semiMajorAxisLength / semiMinorAxislLength.
inverseRatio < semiMinorAxisLength / semiMajorAxisLength.
xn ¢« semiMajorAxisLength asFloat. yn « 0.0.
nSegments truncated timesRepeat:
xn1 &« xn * cos + {ratio * yn * sin). yn1 « yn * cos - {inverseRatio * xn * sin).
line beginPoint: center + (xn truncated @ yn truncated).
line endPoint: center + (xn1 truncated @ yn1 truncated).
line displayOn: aDisplayMedium at: aPoint clippingBox: clipRect rule: aninteger
mask: aForm.
xn ¢ xn1. yn « yn1]

displayOn: aDisplayMedium transformation: aTransformation elippingBox: clipRectangle
rule: aninteger mask: aForm
InewCenter |

newCenter « aTransformation applyTo: self center.

Ellipse new center: newCenter x truncated @ newCenter y truncated;
semiMajorAxis: (self semiMajorAxis * aTransformation scale x) truncated;
semiMinorAxis: (self semiMinorAxis * aTransformation scale y) truncated;
form: self form;
displayOn: aDisplayMedium at: 0 @ O clippingBox: clipRect rule: aninteger

mask: aForm
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9.11.8 Revisions to Paths

Class Path and its subclasses Arc, Line, Circle, ... have a number of minor problems which
should be identified and rectified.

Class Path and its specializations Arc, Circle, Line, Curve, LinearFit, and Spline each
have method displayOn:transformation:clippingBox:rule:mask: specially implemented
to properly handle the transformation. On the other hand, displayOn:transformation:—
clippingBox:align:with: was not redefined and is therefore inherited from DisplayObject.
This method does not work with paths because the scaling information is ignored; i.e., the
method assumes the graphical object is fixed-size. For example, if a line from 0@0 to
10@10 were to be displayed using a transformation of the form ‘scale: 10 translation:
5@5°, the latter method simply offsets the display by S@5 so that the line actually displayed
begins at 5@5 and ends at 15@15. The correct version requires more than a simple offset;
the entire line must be transformed and in this case magnified. It should display the line from
5@5 (0@0 transformed) to 105@ 105 (10@ 10 transformed).

A correct version of displayOn:transformation:clippingBox:align:with:rule:mask:
can be created by adding the additional parameters ‘align: destinationPointl with:
destinationPoint2’ to the existing displayOn:transformation:clippingBox:rule:mask:
method in Path and each of its subclasses (7 classes in all).

For all classes except Circle, ‘at: 0@0’ in the code body is replaced by the difference
of the alignment points. More specifically, if the method is of the following form, ‘0@0’ is
replaced by ‘(destinationPoint2 - destinationPoint1)’.

aPathOrArcOrCurveOrSplineOr...
displayOn: aDisplayMedium transformation: displayTransformation

clippingBox: clipRectangle align: destinationPoint1 with: destinationPoint2
rule: ruleinteger mask: aForm

aTransformedCopy
displayOn: aDisplayMedium
at.t 0 @0
clippingBox: aClippingRectangle
rule: aRulelnteger
mask: aMaskForm

For class Circle, ‘super displayOn.:...transformation:...clippingBox:...rule:...
mask:...” in the code body is replaced by ‘super displayOn.:...transformation:...
clippingBox:...align: destinationPoint] with: destinationPoint2 rule:...mask:...”.

Note that method displayOn:transformation:clippingBox:rule:mask: can be

removed from each of the subclasses since the version inherited from DisplayObject makes
use of the new corrected methods.

The generic displayOn:transformation:clippingBox: method inherited from
DisplayObject fails for Path and its subclasses. A copy of the DisplayObject version can be
added to Path (all subclasses can inherit from this one) and modified as follows: “change the
align:?with:? portion of the displayOn:transformation:clippingBox:align:with:rule:-
mask: message (0 contain any point constants that are identical; e.g., align: 0@0 with:

(@ 0”.
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The Spline displayOn:transformation:... method constructs a new transformed
spline prior to displaying it. However, it fails to compute the curve using computeCurve.
Simply add ‘newSpline computeCurve’ after the code that constructs it.

Example

The following can serve as a test of the above modifications. The intent is to draw 6 special
paths in 2 rows of 3 squares. The squares should be adjacent to each other without
overlapping.

| aDot alLine aCircle aCurve aPath alLinearFit aSpline aTransformation aBox d t |
aDot « (Form extent: 4@4) black.
*Create display objects intended for display on a 10 by 10 area."

aline « Line from: 2@2 to: 8@8 withForm: aDot.
aCircle « Circle new

form: aDot; radius: 4; center: 5@5; yourself.
aCurve « Curve new

form: aDot; firstPoint: 2@8; secondPoint: 5@2; thirdPoint: 8@8; yourself.
aPath « Path new

form: aDot; add: 2@8; add: 2@2; add: 5@8; add: 8@2; add: 8@8; yourself.
aLinearFit « LinearFit new

form: aDot; add: 2@8; add: 2@2; add: 5@8; add: 8@2; add: 8@8; yourself.
aSpline « Spline new

form: aDot; add: 2@8; add: 2@2; add: 5@8; add: 8@2; add: 8@8; yourself.
aSpline computeCurve. "Otherwise, the spline cannot be displayed”

*Display them in two rows of three squares each 113 by 113 units (just to pick an odd
size).”

aTransformation « WindowingTransformation
window: (0@0 corner: 10@10) viewport: (0@0 corner: 113@113).
aBox « Display boundingBox. "The rectangle for the entire display”

Display white. “Start with a nice display”

d « Display. t « aTransformation. "Just to fit subsequent statements into one line."
aline displayOn: d transformation: t clippingBox: aBox align: 0@0 with: 100@100.
aCircle displayOn: d transformation: t clippingBox: aBox align: 0@0 with: 213@100.
aCurve displayOn: d transformation: t clippingBox: aBox align: 0@0 with: 326@100.
aPath displayOn: d transformation: t clippingBox: aBox align: 0@0 with: 100@213.
alinearFit displayOn: d transformation: t clippingBox: aBox align: 0@0 with: 213@213.
aSpline displayOn: d transformation: t clippingBox: aBox align: 0@0 with: 326@213.

"By aligning 0@0 with 213@100, for example, we are causing the display to shift right
by 213 pixels. Clearly, 213 must be in destination coordinates. If it were in source
coordinates, the actual amount shifted would be “t applyTo: 213"; to get exactly 213, we
would have to actually supply “t applylnverseTo: 213" (the display method would then
transform it to cancel out the inverse operation; i.e., "t applyTo: (t applylnverseTo: 213)*
is 213."

ScheduledControllers restore. "To place the display into its previous state®
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9.12 DRAWING WITH PENS

Class Pen, a subclass of class BitBlt, extends the line drawing capabilities of BitBlt in two

directions. Pens may be used as tools for scribbling or doodling on the display and may also
be used to emulate the notion of turtles and turtle graphics found in the programming

language LOGO.

Pens inherit the representation and methods of class BitBlt. Recall that instances of

class BitBlt represent the parameters required to carry out the fundamental bit copying

operation (copyBits). Within the context of class Pen, several of the inherited BitBlt

attributes play an important role.
source form The tip or nib of a pen.
mask The color of a pen.

destination form

clipping rectangle

The canvas on which a pen writes — usually but not
necessarily the display.

The size of the canvas.

Additionally, pens support the following attributes:

drawing frame
pen state

location

direction

9.12.1 Creating Pens

A frame within which a pen can draw — equivalent to the
clipping rectangle of the bitblt associated with the pen.

The state of a pen — up or down. The pen only writes on
the display when its state is down.

The position of a pen on the display screen.

The direction (in degrees) the pen would move if asked to do
s50; 0 degrees is equivalent to a heading of north or up the
display screen. Positive directions are measured clockwise
from this heading.

The class method new returns an instance of class Pen with the following default attributes:

source form
halftone form
destination form
combination rule
clipping rectangle
frame

pen state
location
direction
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1 by 1 black dot
black

display screen

paint

display bounding box
display bounding box
down

display screen center
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Note that in early versions of the system, the default combination rule for a pen was
paint. While this mode allows for additional functionality, in the general case it requires two
BitBIt copy operations rather than the one required for other modes. For most applications of
pens, such as drawing a geometric design like a spiral, a better combination rule and the one
used in the current system is under; i.e., pixels from the source form are "or-ed" with pixels
from the display to produce the modified display.

9.12.2 Scribbling and Doodling with Pens

Pens are often used for scribbling or doodling. BitBIt provides the method drawFrom:to:
for drawing lines between two points, but pens provide a higher level and friendlier protocol.
More specifically, a pen can be moved from its current location to any new location. If the
pen is moved with the pen down, a line is drawn between the two points using the source
form (or nib) associated with the pen.

®  aPen down

Sets the drawing state of aPen to down (the pen will draw when it is
moved).

aPen up
Sets the drawing state of aPen to up (the pen will not draw when it is
moved).

aPen goto: aPoint
The pen is moved from its current location to aPoint. If the pen is down a
line will be drawn between the two points.

aPen place: aPoint
The pen aPen is moved to the point aPoint. No lines are drawn irrespective
of the state of the pen.

Example: Pens as Sketching Tools

The following method illustrates how pens may be used as a sketching tool.

doodile
"A simple method that facilitates interactive sketching using a pen. Use the mouse
to move the cursor to a desired starting position. Depress the red button on the
mouse to start drawing. Moving the mouse with the red button still depressed
displays a trail on the display using a black pen. Releasing the red button causes
drawing to cease. This procedure may be repeated as many times as desired. To
exit the method, depress any other mouse button.”

| aPen |
aPen « Pen new combinationRule: Form under.

[Sensor waitButton. true] whileTrue: [
Sensor redButtonPressed
ifTrue: |
aPen place: Sensor cursorPoint.

[Sensor redButtonPressed] whileTrue: [aPen goto: Sensor cursorPoint]]
ifFalse: [Tself]]

"Pen doodle”
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9.12.3 Turtle Graphics with Pens

Smalltalk pens emulate the turtle graphics capabilities found in the programming language
LOGO. Pens facilitate the construction of images algorithmically rather than by painting. In
LOGO, turtles are robot-like creatures whose domain is the display screen. Turtles maintain
a position and a heading and respond to simple commands such as move forward a certain
amount, turn left through a certain number of degrees, and so on. Turtle graphics visualizes
the notions of turtle geometry, a unique explorative approach to the teaching of geometry
and mathematical concepts developed by Seymour Papert and his colleagues at the
Massachusetts Institute of Technology.

In addition to the protocol introduced earlier, pens support the following turtle-oriented
operations:

®  aPen home
Places aPen at the center of its frame.
®  aPen north

Sets the direction of aPen to be facing toward the top of the display screen.
aPen go: distance
Moves aPen in its current direction a number of bits equal to the argument,
distance. If the pen is down, a line will be drawn using the source form of
aPen as the shape of the drawing brush.
aPen turn: degrees
Changes the direction that aPen faces by an amount equal to the argument,
degrees. Positive degree values result in clockwise changes in direction.

For example, the following code draws an equilateral triangle with sides of length 200
on the display.

| aPen |
aPen < Pen new.
3 timesRepeat: [:count | aPen go: 200 turn: 120}

This code can be extended to produce any regular polygon by modifying the number of
times the iteration is repeated and the angle through which the pen is turned. For example, to
draw an octagon with sides of length 50, modify the change in direction to be 45 degrees (i.e.
360 divided by the number of sides).

| aPen |
aPen ¢« Pen new.
8 timesRepeat: [: count | aPen go: 50 turn: 45]

Extending the idea one step further, we can produce a primitive circle drawing

algorithm by drawing a 360-gon. This is a very poor way to draw a circle — see class Circle
for a better algorithm

| aPen |

aPen « Pen new.
360 timesRepeat: [:count | aPen go: 1 turn: 1]
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Constructing Geometric Designs Using Pens

Class Pen contains several instance methods that illustrate how pens may be used to con-
struct interesting geometric designs. These include spirals, dragon curves, and hilbert curves.

®  aPen dragon: order
Draws a dragon curve of order ‘order’ in the center of the screen using
aPen.

®  aPen hilbert: index side: sideLength
Uses aPen to draw a space-filling curve with the given index where the
length of each side is given by sidelLength.

®  aPen mandala: numberOfPoints diameter: diameter
On a circle of diameter ‘diameter’, places numberOfPoints points, and then
draws all possible connecting lines using aPen.

¢ aPen spiral: n angle: angle
Draws a double spiral using aPen.

Example: C-Curves

The following example illustrates how another attractive geometric figure, a c-curve, may be
drawn. C-curves are described recursively as follows. A c-curve of level 0 is a straight line of
a given length. A c-curve of level n consists of two c-curves of level n-1 that are drawn at
right angles to each other, followed by a final 90 degree turn to restore the original heading.
Fig. 9.40 shows a c-curve of level 10 where each line in the curve is of length 4.

Figure 9.40 Level 10 C-curve.
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cCurve: level side: sideLength
"Draw a c-curve with the specified level and side length.”

level = 0 ifTrue: [Tself go: sideLengthl.
self cCurve: level - 1 side: sideLength. self turn: 90.
self cCurve: level - 1 side: sideLength. self turn: -90.

“Pen new home; turn; -90; cCurve: 10 side: 4."
9.12.4 Additional Pen Operations

Pens have a number of useful attributes that can be interrogated and changed; e.g.,

¢  aPen black
Sets the halftone or mask form of aPen to black.
®  aPen white
Sets the halftone or mask form of aPen to white.
®  aPen direction
Returns the current direction of aPen in degrees. 0 is toward the top of the
screen, positive is clockwise, and negative is anticlockwise.
aPen frame
Returns the rectangle in which aPen can draw.
aPen frame: aRectangle
Sets the rectangle in which aPen can draw to be aRectangle.
aPen location
Returns a point that is the location of aPen.

9.13 SUMMARY

In this chapter, we have surveyed the classes that support the interactive creation and
manipulation of graphical images. In particular, we have discussed the following:
¢ The underlying Smalltalk graphical model.

* The protocol supported by the classes Point and Rectangle that are used to
represent spatial information.

* The use of forms and bitblts to create and manipulate images.
¢ The standard protocol supported by objects that can display themselves.

* The transformation of images through magnification, scaling, reflection, rotation,
translation, and fill operations.

* The use of infinite and opaque forms,

¢ Graphical cursors.

¢ Simple interactive graphical interaction techniques using the mouse and keyboard.
*  Graphical paths including arcs, circles, curves, lines, linear fits, and splines.

* The use of pens.
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9.14 EXERCISES

The following exercises may require some orzgmal thought, rereading some of the material,
andlor browsing through the system.

1.

Implement an interactive, graphical
solution to the ‘eight-square puzzle’
in Smalltalk. Eight square tiles
numbered from 1 to 8 are located
within a frame that will hold exactly
nine tiles, as shown in Fig.9.41.
The objective of the game is to
rearrange the tiles within the frame
from some initial configuration (such
as that shown on the left) to a target
configuration where the numbered
tiles are arranged in order around the
edge of the frame (as shown on the
right). Tiles can only be moved one
at a time and can only move by
sliding into the currently open tile
position within the frame. Tiles
cannot be lifted. For example, from

1 4 2

8 3

7 6 5
Figure 9.41

Create a Smalltalk animation system
that emulates the turtle microworlds
as described in [H. Abelson, and A.
Di Sessa, "Turtle Geometry: The
Computer as a Medium for Exploring
Mathematics,” MIT Press, 1980). The
basic idea is to give turtles "animal-
like" characteristics and to study
their movements and interactions in
particular environments. For exam-
ple, a simple microworld might sim-
ply allow turtles to roam randomly
on the display screen. Interesting
problems to consider here are how
turtles should behave when they hit
the edge of the display screen or

the starting configuration shown on
the left, only the tiles numbered 1, 8
and 7 may be moved.

The user should indicate that a
particular tile is to be moved by
moving the cursor inside the tile and
clicking the red button. Provided the
tile movement is legal, the tile will
be moved to occupy the vacant tile
position within the frame. Think of a
way of "sliding" a tile when it is
moved; i.e., display the tile in
intermediate positions between its
original and final position. The game
should be terminated by clicking on
the yellow button.

1 2 3
8 4
7 6 5

Eight square puzzle.

when they collide with each other. A
variation might introduce directed
rather than random motion where the
movement of the turtles is governed
by some instinct or desire. For ex-
ample, predatory animals such as
foxes could be introduced into the
simulation. The natural instinct of a
fox is to chase the nearest turtle. The
natural instinct of a turtle is to avoid
being caught by a fox. An interest-
ing problem to consider is how tur-
tles and foxes should "see" each
other; i.e., how is sight to be mod-
elled?
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Figure 9.42 Direction indicator.

In interactive graphical applications,
it is often convenient to input nu-
meric values graphically rather than
simply typing them in. For example,
angular input could be achieved
through a rotary dial (see Fig. 9.42)
where the user drags the indicator of
the dial to indicate the desired direc-
tion. Implement Smalltalk classes
that emulate rotary dials as described
above.

There are several other approxi-
mations to smooth curves that are
useful in graphics applications.
Implement new classes Bezier and
BSpline to represent Bezier curves

s.

Modify class Ellipse given in this
chapter so that the major and minor
axes of the ellipse do not have to be
parallel to the x- and y-axes.

Potentiometers or scales are useful
for obtaining values within some
predetermined range. For example, a
graphical potentiometer (see
Fig. 9.43) allows the user to
interactively select a real value
between 0.0 and 1.0 by dragging the
slider horizontally across the scale.
As the slider moves, the number
displayed beneath it changes to
indicate the currently selected value.
Implement Smalltalk classes that

and B-splines (most graphics texts emulate gauges and scales as

will have a section on curve described above.

generation).

ol us '
1io

0.35

Figure 9.43 Graphical potentiometer.

Generalize the Smalltalk class
OpaqueForm to provide a full set
of operations on two-bitmaps
(opaque forms). Refer to the paper
"Two-Bit Graphics" by Saliesin and
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Barzel in the June 1986 issue of
IEEE Computer Graphics and
Applications for a full discussion
of two-bit compositing, painting,
and region filling operations.




8. Class Arc and Circle use a display
algorithm that approximates the arc
or circle by a sequence of connected
straight line segments drawn between
sample points on the arc. For arcs of
large radii and/or a small selection of
points on the arc, this approxima-
tion is poor. A better approximation
can be achieved using the point plot-
ting algorithm of Bresenham. [I. E.

9.15 GLOSSARY AND IMPORTANT FACTS

classes

Arc A subclass of class Path. Arcs are spec-
ified by a center, a radius and a quadrant
number (1 through 4). When displayed,
they compute a collection of points that
generate a path approximating a quadrant
of a circle — it is not possible to generate
an arbitrary arc.

BitBlt Instances of class BitBlt represent
fundamental graphical operations described
in terms of copying some source form to a
destination form in a particular way.

Circle A subclass of class Arc. A circle is
specified by a center and a radius.
Displayed by generating paths represent-
ing the four quadrants of the circle.

Cursor A subclass of Form that restricts the
extent to 16 by 16 and is used to represent
small icons or cursors. Cursors are used in
Smalltalk to indicate the activity that the
system is carrying out; e.g., a pair of read-
ing glasses is displayed when Smalltalk is
reading from an external file, while a pen
is displayed when writing to a file.

Curve A subclass of class Path. Curves are
specified by three points pl, p2, and p3.
When displayed, a hyperbola is fitted
through the points that interpolate pl and
p3 and is tangent to the lines joining (a)
pl and p2 at pl, and (b) p2 and p3 at p3.

DisplayObject An abstract class describing
the protocol supported by objects that can
display themselves. Subclasses include
DisplayMedium, DisplayText, Path,
Form, InfiniteForm, and Opaque-
Form.
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Bresenham, "A Linear Algorithm for
the Incremental Digital Display of
Circular Arcs,” Communications of
the ACM, Vol. 20, No. 2, February
1977, pp. 100-106]. Implement
classes NewArc and NewCircle
based on Bresenham's algorithm.
Class NewArc should represent arbi-
trary arcs rather than only quadrants,
as in class Arec.

DisplayMedium A class that supports proto-
col for objects that can act as a canvas on
which images can be painted and that can
also paint themselves onto a medium.
DisplayMedium supports protocol for
coloring images and for bordering images
with textures. Class Form is a subclass of
DisplayMedium and inherits its protocol
for coloring and bordering.

Form Instances of class Form are used to
represent graphical images. Forms may be
internal (memory-based) or external
(display-based). Forms inherit the ability
to display themselves from class
DisplayObject and to color and border
themselves from class DisplayMedium,
Forms themselves add protocol for creat-
ing, editing, and transforming images.

FormBitmap A subclass of Object
(FormBitmap was originally called Word-
Array in earlier versions of Smalltalk).
Instances of class FormBitmap are used to
store the bits making up a form.

InfiniteForm Forms that are obtained by
replicating a pattern indefinitely in all di-
rections. Within the existing Smalltalk
system, infinite forms are used only once
to represent the gray background that
forms the backdrop to the windows on the
Smalltalk display screen.

InputSensor A class providing an interface
to the keyboard and the mouse. Access to
the input devices is provided through the
global variable Sensor, a default instance
of class InputSensor.
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Line A subclass of class Path. Lines are
specified by two endpoints and are dis-
played as a continuous collection of
points that generate a path approximating
the actual line between the endpoints.

LinearFit A subclass of class Path.
LinearFits are specified by an ordered col-
lection of points and displayed as a piece-
wise linear approximation by generating
lines between successive points in the col-
lection.

OpaqueForm Forms that include a shape as
well as a figure form. The shape form indi-
cates what part of the background should
get occluded while displaying — black is
opaque, white is transparent.

Path The basic superclass of classes such as
Line and Circle that generate trajecto-
ries. Paths are specified by an ordered col-
lection of points. A path is displayed by
copying a given form onto the display at
each of the points in the collection. For
most subclasses, only a few points are
needed to specify the path; all other
points are computed when the path is
displayed.

selected terminology

and mode A combination rule used for a
copy operation in which corresponding
pixels in the source and destination forms
are ‘anded’ together to produce the
modified destination form.

bit editor The Smalltalk bit editor allows
editing of forms at the bit or individual
pixel level. The bit editor is normally used
in conjunction with the form editor.

bounding box A bounding box is a rectangle
that completely encompasses a displayable
object. Bounding boxes can be used to
make fast decisions conceming the inter-
section of displayable objects; e.g., for
clipping purposes.

clipping rectangle A parameter to a BitBlt
operation. Notwithstanding the specifica-
tion for the destination form, the clipping
rectangle specifies a rectangular region
outside of which no modification of the
destination form can take place.
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Pen A subclass of class BitBlt. Pens are used
as tools for scribbling or doodling on the
display and to emulate the notion of tur-
tles and turtle graphics as found in the
programming language LOGO.

Point Class Point is used to represent posi-
tions in an x-y coordinate system. Most
often used to specify pixel positions
within a form or on the display.

Rectangle Class Rectangle is used to repre-
sent rectangular areas. Most often used to
specify rectangular areas within a form or
the display screen.

Spline A subclass of class Path. Splines are
specified by an ordered collection of
points. When displayed, a smooth contin-
uous curve is fitted through the points.

WordArray A subclass of ArrayedCollection,
WordArray provides an external representa-
tion for the manipulation and storage of
the bitmap of a form. In earlier versions
of the system, instances of WordArray
were used to represent the bits of a form.
In the current version, instances of class
FormBitmap are used for this purpose.

combination rule A parameter to a BitBlt
operation. A rule (an integer) that dictates
how pixels in the modified destination
form are to be produced from the source
form and the original contents of the des-
tination form. There are sixteen possible
combination rules including and, over,
under, and erase.

destination form A parameter to a BitBlt
operation. Specifies the destination form;
all or part of which is to be modified by
the copy operation.

destination origin A parameter to a BitBlt
operation. Together with the extent, the
destination origin specifies the part of the
destination form to be modified.

display transformation A transformation
from one coordinate system to another

that is to be applied as part of the display
process.




erase mode A combination rule used for a
copy operation in which black pixels in
the source erase (or set to white) corre-
sponding pixels in the destination form.

extent A parameter to a BitBlt operation.
Together with the source and destination
origins, the extent parameter specifies the
part of the source form to be copied and
the part of the destination form to be mod-
ified in a copy operation.

form editor The Smalltalk form editor pro-
vides ‘MacPaint’ style facilities for creat-
ing and editing forms— graphical pictures.

halftone form A parameter to a BitBlt opera-
tion. A 16 by 16 mask used to fill areas
with textures or patterns. Combining a
halftone and a source form is often used to
place a texture or pattern on a form.

offset The amount by which a displayable
object should be moved when displayed or
when its position is tested. Forms and cur-
sors maintain offsets and add the offset to
any specified display position before dis-
playing themselves.

over mode The most popular combination
rule used with the copy operation — the
source form pixels replace or copy over
the corresponding destination form pixels.

important facts

bitblt The name bitblt is derived from a
powerful bit-boundary block transfer in-
struction of the same name found on the

Xerox Alto, an early machine supporting
Smalltalk.

nondisplayable objects Points and rectangles
are not displayable objects — they repre-
sent spatial quantities only. There are no
operations to display points or rectangles.
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paint mode A combination rule used for pain-
ting on the display with brushes of
different shapes, sizes, and textures. The
brush shape and size are supplied through
the source form, with the halftone form
supplying the brush texture.

reverse mode A combination rule that allows
reversible changes. It is most often used
to display temporary images such as
cursors over an already existing image or
for rubber-banding.

source form A parameter to a BitBlt opera-
tion. Specifies the source form; all or part
of which is to be copied.

source origin A parameter to a BitBlt opera-
tion. Together with the extent, the source
origin specifies the part of the source form
to be copied.

under mode A combination rule that allows
a source form to be painted "underneath” a
destination form. This is useful when
painting a character onto a display
background where any white pixels
surrounding the character in the source
form are not to be copied.

hot spot When some graphical cursors are to
be displayed at a certain location, it is the
cursor's "hot spot" rather than its origin
that should be displayed at that position.
For example, the "hot spot” of the normal
Smalltalk cursor is the pixel representing
the tip of the arrowhead; for the crosshairs
it is the pixel where the hairs cross.
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10

Graphical Applications

10.1 INTRODUCTION

To illustrate the use of the Smalltalk graphical classes and how simple graphical
applications are developed in Smalltalk, we present three graphics-oriented examples:! a film
loop facility, a magnifying glass, and a simple video game. Film loops are never-ending
movies and show how simple animation sequences can be developed. Techniques for
obtaining flicker-free displays and for storage of graphical forms on disk are also introduced.
The latter technique illustrates the use of object mutation — the ability of one object to
mutate into another. The magnifying glass application allows a user to move a magnifier
over the display magnifying the image under the glass of the magnifier. This application
illustrates advanced graphical programming techniques and, in particular, describes how
circular rather than rectangular forms may be manipulated. Finally, the simple video game
illustrates the evolutionary approach that characterizes the design and development of
Smalltalk applications. The design decisions that took place during the development of the
game are described in detail along with the use of notions such as reusability, specialization,
and generalization that differentiate object-oriented design from more traditional design
methodologies.

10.2 FILM LOOPS: NEVER-ENDING MOVIES

A film loop is a never-ending movie in which the end is spliced with the beginning; i.c., a
circular sequence of frames repeatedly displayed at a fast enough rate to provide the illusion

lEarlier versions of these examples appeared in issues of the Journal of Object-Oriented

Programming. This material is republished by kind permission of SIGS Publications, Inc., New
York, NY.




of motion. Film loops are used in VideoWorks 112, for example, to provide rudimentary
animated objects with a simple recurring behavior; e.g., a bird flapping its wings in flight or
the flames in a fire. The speed at which the film loop is displayed is called the frame rate.
For typical animation purposes, a frame rate of at least twenty-four frames per second is
required to avoid flicker. Faster frame rates result in speeded up motion; e.g., a fast flying
bird.

The basic idea is to create a collection of frames as shown in Fig. 10.1. Each frame is
a form. In the ideal situation, the forms are constructed by a sophisticated animation system.
More typically, they are hand-constructed from some kind of paint program. A base picture
is first constructed and then modifications are obtained by perturbing it by small amounts.
The forms are then read into Smalltalk using some suitable utility. The details will vary
from system to system. In our case, we constructed MacPaint3 images and read them into
Smalltalk.

M WV )

Figure 10.1 A sequence of frames in a simple animation.

On the other hand, forms can also be created from within Smalltalk, either by
obtaining them directly from the screen (see class method examplel below), by computing
them (see example2), or by using the form and bit editors.

10.2.1 A Simple Film Loop Facility

To begin with, consider the SimpleFilmLoop class definition. Instances keep track of a
name, the forms in a collection called frames, and how long each frame is to be displayed.
The latter is needed because the processor is generally too fast for small forms. An extra
delay is required to slow it down.

Each example has a comment that can be executed to test it. Method examplel could
be used, for example, to extract the sequence of skull or bird pictures shown in Fig. 10.1
(assuming the entire collection of pictures was first displayed on the screen). In addition to
framing each picture, the user is also prompted for a hot spot; i.c., a point that is to be
considered the center of the picture. In the case of the birds, the center would always be the
middle of the body. This hot spot is recorded by providing an offset to the form. When the

2VideoWorks II is a trademark of MacroMind Inc.
3MacI’aim is a trademark of Claris Inc.

458 Inside Smalltalk



form is later displayed at aPoint, it is offset by the stored amount, usually a negative
amount, although there is no limitation on the actual value of the offset. Once a film loop is
constructed, the film loop can be made to track the mouse by sending it a followMouse
message.

Method example2 starts with a white form and progressively darkens it by adding
random black dots. To ensure that the film loop doesn't make an abrupt change when the
switch from the last form to the first occurs, a copy of the original sequence (in reverse
order) is appended to the film loop.

Method example3 uses the film loop's follow:while: control structure, a
generalization of the corresponding instance method in class Form.

Although the user provides the frame rate in frames per second, it is converted
internally to the number of milliseconds per frame since the latter is more convenient for
computing the required delay (see method follow:while:). For didactic purposes, we will
consider methods followMouse, follow:while:, and display:at:restoring:at: in that order.

Method followMouse changes the current cursor to a crosshair. Note that showWhile
is not a loop — it ensures that the new cursor is in effect while the code in the block
executes and it restores the cursor to its previous state when the block code terminates.

Class SimpleFilmLoop

class name SimpleFilmLoop

superclass Object

instance variables name frames millisecondsPerFrame

comment A simple film loop provides the capability form displaying a

sequencing of frames at the mouse point. Each frame is a
form with a negative offset if the interior of the form is to
be at the mouse point; i.e., a zero offset implies the top left
corner of the form will display at the mouse point.

class methods
instance creation

new
Tsuper new initialize

examples

example1
*Create a film loop using forms specified by the user. The first prompt is to specify a
rectangle for an area of the screen to make up a frame. The second prompt, with a
caret, waits for you to specify the frame's hot spot.”
*SimpleFilmLoop example1 followMouse*

| aLoop answer size |
aLoop « self new name: 'Film’.
answer «
FillinTheBlank request: ‘How many forms in the loop?' initialAnswer: '5'.
size « Integer readFrom: (ReadStream on: answer).
size timesRepeat: [aLoop add: self formFromUser).
Taloop
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example2
*Create a film loop of increasing haze."
"SimpleFilmLoop example2 followMouse"

| aLoop aCollection aForm aRandom nextRandom |
aloop ¢« self new name: 'Haze'.
aCollection « OrderedCollection new.
aForm « Form extent: 60@60. aRandom « Random new.
nextRandom « [aRandom next * 60 truncated + 1).
30 timesRepeat: |

30 timesRepeat: |

aForm

valueAt: nextRandom value @ nextRandom value

put: 11.
aCollection add: (aForm deepCopy offset: -30@-30)1.
aCollection de: [:form | aLoop add: form].
aCollection reverseDo: [:form | aLoop add: form deepCopyl.
Taloop

example3

*Display a film loop in the center of the screen for a fixed period.”

*FilmLoop example3"

| startTime endTime |
startTime « Time miillisecondClockValue.
(self example2)
follow: [Display boundingBox center]
while: [
endTime « Time millisecondClockValue
{endTime - startTime) / 1000 < 30 "seconds”]

form creation

formFromUser

*Prompt the user for a rectangle from which the underlying form is copied and wait
for the user to indicate the hot spot; i.e., the spot which later becomes the center of
the form for display purposes. In other words, when the form is later displayed at

aPoint, the form's hotspot will be located at aPoint."

| aRectangle aForm |

aRectangle « Rectangle fromUser.

aForm « Form fromDisplay: aRectangle.

Cursor caret showWhile:
aForm offset: aRectangle origin - Sensor waitButton.
Sensor waitNoButton).

TaForm

instance methods
instance initialization

initialize

“Clear the film loop and set the default delay between frames.”

frames « OrderedCollection new.
self frameRate: 24 "frames per second"”
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access and modification

add: aForm
*Add a form to the film loop."

frames add: aForm

framoRate
T(1000 *milliseconds per second" / millisecondsPerFrame) rounded

frameRate: framesPerSecond
millisecondsPerFrame «
(1000 *milliseconds per second" / framesPerSecond) rounded.

name: aName
*Set the name of the film loop.”

name « aName
tracking

follow: positionBlock while: conditionBlock
*While conditionBlock is true, animate the receiver at the position specified by
positionBlock.”

| oldLocation background startTime framelndex newlLocation endTime |

“Handle the special case that almost never happens.”
frames isEmpty ifTrue: [[conditionBlock value] whileTrue: [}. Tself].

*The usual situation.*

oldLocation ¢« positionBlock value.

background « (Form extent: 0@0) offset: oldLocation.
startTime « Time millisecondClockValue.

framelndex « 0.

[conditionBlock value) whileTrue:
framelndex « (framelndex \\ frames size) + 1.
newlocation « positionBlock value.
background « self display: (frames at: framelndex)
at: newlocation
replacing: background
at: oldLocation.
oldLocation « newlocation.
endTime « Time millisecondClockValue.
self delayToMatchFrameRate: endTime - startTime.
startTime « endTimel.
background displayAt: oldLocation

followMouse
"Continue showing the film loop until the mouse is released.”

Cursor crossHair showWhile:
Sensor waitButton.
self follow: [Sensor cursorPoint] while: {Sensor redButtonPressed]]
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private

delayToMatchFrameRate: millisecondsUsedSoFar
| delayAmount |

delayAmount < millisecondsPerFrame - millisecondsUsedSoFar max: 0.
delayAmount > 0 ifTrue: [(Delay forMilliseconds: delayAmount) wait]

display: frame at: location replacing: background at: oldLocation
“Place the background back at oldLocation, copy the new background from location
and place the frame on the screen. Note: both frame and background may have
offsets.”

| newBackground newRectangle |

background displayAt: oldLocation.

newRectangle « location + frame offset extent: frame extent.
newBackground « Form fromDisplay: newRectangle.
newBackground offset: frame offset. "remember the offset”
frame displayAt: location.

TnewBackground

Method follow:while: cycles through the frames as long as the condition block result
is true. Variable framelndex is used to keep track of the frame to be displayed. When it
reaches value ‘frame size’, its next value is 1. The position block result indicates where the
next frame should be displayed.

Before a frame can be displayed, the picture beneath the previously displayed frame (the
background) must be restored. Hence the need for a method that (1) displays the old
background, (2) saves the part of the screen that will become the new background, and
(3) displays the new frame. To avoid special case code, we start off with an old background
that is an empty frame; i.e., a frame with extent 0@0. At the end, we also have to restore
the very last background that was saved. Fig. 10.2 illustrates the three step sequence used by
method display:at:restoring:at:.

10.2.2 Extending Film Loops: Flicker-Free Display

There is a limitation to the display algorithm shown in Fig. 10.2 — flicker is observed
whenever the old background and the new frame intersect. This can be solved with a slightly
more complex display algorithm. When the frame to be displayed and the background to be
restored overlap, the simple display algorithm results in flicker due to the two separate
display operations. Because the first display gets undone by the second, the eye easily
discerns the discrete steps. This is not apparent without the overlap because the eye simply
perceives them as being done in parallel.

The solution is to ensure that only one display step is used rather than two. This can
be achieved by constructing the final image offscreen. More specifically, a copy of that part
of the screen that contains both the frame and background areas is updated and this updated
form is displayed in one step (see the revised display:at:restoring:at: method).

One complication arises from an inadequacy in all Smalltalk systems. Although a
form with an offset can be displayed on another form without an offset, the converse is not
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background frame

(a) display: frame at: ? (b1) restore background

new
background

new
backgrouig

(b2) get new background (b3) display frame

Figure 10.2 The three steps used by method ‘display:at:restoring:at:’.

properly handled; i.e., attempts to display an object on a form with an offset result in the
offset being completely ignored. Were this not the case, the code in the
display:at:restoring:at: method could be simplified by judiciously adding offsets to the
forms used.
display: frame at: location replacing: background at: oldLocation

"Place the background back at oldLocation, copy the new background from location

and place the frame on the screen. To prevent flickering, only one bitblt operation

to the screen is performed.”

! combinedRegion aForm newBackground |
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*Make a copy of that part of the screen that contains both the background area and

the frame area.”

combinedRegion « (oldLocation + background offset extent: background extent)
merge: (location + frame offset extent: frame extent).

aForm « Form fromDisplay: combinedRegion.

"Restore the combined region to its original state.”
background displayOn: aForm at: oldLocation - combinedRegion origin.

"Save the area to become the new background.”

newBackground « Form extent: frame extent.

aForm displayOn: newBackground at: combinedRegion origin - {location + frame
offset).

newBackground offset: frame offset.

*Display the new frame in the combined region.”
frame displayOn: aForm at: location - combinedRegion origin.

“Finally, perform the one display operation to the screen.”
aForm displayAt: combinedRegion origin.
TnewBackground

10.2.3 Extending Film Loops: Disk Forms

A complication with the simple film loop facility is that associated forms take up
considerable space if substantial use is made of them. We can envisage large libraries of
these pictures being kept. Only a small part of this library, however, will be available in
main memory; the majority will have to reside on disk. This will be all the more evident
when high quality color is an integral part of our workstations. To provide an idea about the
space requirements, consider one 24-bit color picture on a 1024 by 1024 screen. The space
requirements are 3*1024*1024, or 3 megabytes. Lower quality 8-bit pictures still require 1
megabyte. Lower resolution screens might divide these numbers by a factor of 2, 3, or
perhaps 4. Just displaying two seconds of high quality animation at 24 pictures per second
would require 144 megabytes. It's easy to conjecture that 100 megabytes of main memory
will be a minimum configuration for personal machines a decade from now. One solution to
this problem is to make use of disk forms. Very briefly, disk forms are variants of forms in
which the data resides in a file. However, they have one very important property. They
automatically read themselves into main memory from disk and mutate into normal forms
when they are used.

Currently, Smalltalk forms are black and white but extensions to color are currently
being designed. So we can ignore the color aspects of the problem. With a large library of
forms, some facility will be needed to manage and distinguish between those forms that are
in main memory and those that are on disk. We also won't consider the complications of a
form manager. Instead, we'll focus primarily on the disk form itself — a variant of a form
in which the data resides in a file. Intuitively, we might expect a disk form to maintain a file
name, an offset into the file, and a size — permitting many pictures to be stored in the
same file.

Designing Disk Forms

Should a disk form have the same protocol as a normal form; i.e., should we be able to use
it as if it were a normal form and have it take care of the discrepancy? It would be nice if that
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were the case, because all software that currently works with normal forms would then also
work with disk forms. How do we achieve this goal?

The obvious approach would have us define DiskForm as a subclass of Form. But
there are two problems: (1) the form's representation is no longer needed (since it is
automatically inherited, the best we can do is nil each instance variable), and (2) we need to
override every single form method to ensure that it pages the picture's bits from disk, as
illustrated below for method extent.

extent

self pageFromDiskifNecessary.
Tsuper extent

A simpler solution is to forget about subclassing altogether; i.e., to design disk forms
independently of forms but with a special property — the ability to change or mutate into a
normal form as soon as a message is received.

The idea is simple: ensure that few form messages are understood by disk forms and
provide a doesNotUnderstand: method for handling them. This method's task is to read in
the required data from disk, construct a normal form containing it, and change the receiver
into this form using the powerful become: operation.

Background for the Proposed Design

To understand how this works, we need a quick review of the become: operation, the
perform operations, class Message, and the behavior of doesNotUnderstand:.

To begin with, when an attempt is made to execute an illegal message such as

123456 copyFrom: 3 to: 5

the system manufactures an instance of Message containing the selector copyFrom:to: and

an argument array containing 3 and 5 and then sends the message ‘doesNotUnderstand:
aMessage’ to 123456.

The doesNotUnderstand: method inherited from Object displays an error message
and prompts with a debugging window. However, we can write our own version that does
something different. For the example above, we could resend the message to a print string of
the receiver. To do this, the specialized variation could be

doesNotUnderstand: aMessage
| selector arguments |
selector ¢ aMessage selector.
arguments < aMessage srguments.
Tself printString perform: selector withArguments: arguments

For disk forms, we would like to do something a little more sophisticated. More
specifically, we want to mutate it into some other object — a normal form. The become:
operation can be used as follows for that purpose.

object1 become: object2

The proper way to read this is to say “objectl is changed into object2 and
simultaneously object2 is changed into objectl.” This happens quite literally; any object that
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used to reference objectl in the system now references object2 and vice versa. For more
details on the become: operation, refer to the meta-operations in Chapter 6.

Class DiskForm

class name DiskForm
superclass Object *should be nil"
instance variables filename offset size

class methods
class initialization

initialize
*DiskForm initialize”
self confirm: {'You must change the superclass of \',
'DiskForm to nil using an inspector') withCRs.
DiskForm inspect

instance methods
modification

name: aFileName
*Set the name of the receiver."
filename « aFileName

offset: aninteger
*Set the file offset of the receiver.”
offset « aninteger

size: aninteger
"Set the form size of the receiver.”
size « aninteger

error handling

doesNotUnderstand: aMessage
"Mutate the receiver into a normal form and try the message again.”

self asForm hecome: self.
Tself perform: aMessage selector withArguments: aMessage arguments

conversion

asForm
"Answer the receiver as a normal form."

| form file |
Cursor read showWhile: {
file « FileStream fileNamed: filename.
file readOnly; position: offset.
form « Object readFrom: (ReadStream on: {file next: size)).
file close).
Tform
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There are two interesting points about class DiskForm. First, it is not possible to
directly create a class with no superclass. It is necessary to define it initially as inheriting,
say, from Object. Then you can inspect class DiskForm and change the superclass to nil.
Why do we want the superclass to be nil? So that any message we send to a disk form will
cause it to mutate. This includes messages inherited by all objects, such as

aDiskForm printString
aDiskForm inspect

aDiskForm = anotherDiskForm
aDiskForm copy

There are at least two messages that slip through the net, however — message class
and message ‘==" because they are hard-wired to bypass method lookup. Can you find any
more?

The other important point is that the order of the parameters to message become: is
crucially important; e.g., only the second case below works.

self bocome: self asForm (1)
self asForm become: self  (2)

The reason is simple. Disk forms do not understand become: although normal forms
do!

10.2.4 Integrating Disk Forms with Film Loops

One nice thing about object-oriented languages is that a more functional class can be created
by inheriting from a less powerful version and extending it with the additional functionality.
In our case, we don't even need to change the representation. It's sufficient to replace the
collection of normal forms with disk forms since disk forms have the same behavior. The
disk form facility is integrated with the film loop via three methods: build, load, and
unload.

Method unload stores a complete film loop in a file in the format ‘startOfFrameRate
form-1 form-2 ... form-n frameRate offsets’. To get this information back later, method
build constructs a film loop containing disk forms that reference the file information — the
disk forms maintain only the file name, the offset into the file, and the size in bytes of the
form information; i.e., there is no need to actually read in the information unless it is
needed. Method load is used to force a film loop that was previously built to be totally in
main memory; i.c., to mutate its disk forms to normal forms.

Method build needs access to the offset information to reconstruct the individual disk
forms associated with a file name— actually an ordered collection of offsets, one offset per
form. It would be ideal if the offsets could be first in the file. However, unload can't
determine what the offsets will be until it actually outputs the forms into the file, Since the
offset information is a collection and therefore arbitrarily long, it can't leave a fixed amount
of space at the beginning (it could estimate an upper bound and waste a bit of space,
however; e.g., it could assume a maximum of ten characters per offset multiplied by the
number of entries — integers are converted to characters in the file). The alternative strategy
we adopted was to store the offset information after the forms. However, enough room for
the start of the offset information can be reserved at the beginning of the file. Since the
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frame rate is also needed, it might as well be stored at the end too. This should explain why
startOfFrameRate was used — it permits us to locate the non-form information.

Method examples contains a series of comments that use the inherited examples. By
constructing a film loop named 'Film' from examplel and then unloading it, it is possible
to later retrieve it by sending message ‘new: Film" to FilmLoop. The film loop so obtained
actually consists of disk forms. These get read in on demand when followMouse is
executed. There is a noticeable delay as the disk forms get mutated to normal forms — this,
of course, only happens on the first pass of the loop.

Class FilmLoop

class name FilmLoop

superclass SimpleFilmLoop

instance variables *none”

comment A more sophisticated class of film loops that avoids

flickering and permits the loop to be stored on disk.
class methods
instance creation

new: afFileName
*Create a new film loop from disk information."

T(self new name: aFileName) build
examples

examples
*FilmLoop1 « FilmLoop example1”
*FilmLoop1 unload"
"FilmLoop1 followMouse"
*(FilmLoop new: ‘'Film'} followMouse"

*FilmLoop2 « FilmLoop example2*
*FilmLoop2 unload"

*FilmLoop2 followMouse"

*(FilmLoop new: 'Haze') followMouse"

*FilmLoop example3"
instance methods
caching
build
“Re-create the film loop from disk.”

I file startOfFrameRate offsets sizes |

Cursor read showWhile: |
*startOfFrameRate form-1 form-2 ... form-n frameRate space offsets*
file « FileStream fileNamed: name.

startOfFrameRate « Integer readFrom: file.

file position: startOfFrameRate.
self frameRate: (Integer readFrom: file).
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file next. “discard the space”
offsets « Object readFrom: file.

sizes « OrderedCollection new.

2 to: offsets size do: [:index | sizes add: (offsets at: index) - {offsets at: index-1)].
sizes add: startOfFrameRate - offsets last.

frames « OrderedCollection new.
1 to: offsets size do: [:index |
frames add: (DiskForm new
name: name; offset: (offsets at: index); size: (sizes at: index))].
file close).

load
"Force the film loop into main memory."

frames do: [:frame | frame extent "any query operation would do”]

unload
*Save the film loop to disk."

| offsets file offset end |

Cursor write showWhile: [

*Make sure all forms are in main memory since file is about to be rewritten.”
self load.

*Leave room to store the position of the film loop information.”
*File format: startOfFrameRate form-1 form-2 ... form-n frameRate space offsets.*
{file & FileStream filoeNamed: name) writeShorten; nextPutAll: ' *; cr.
*File out the film loop's frames.”
offsets «- OrderedCollection new.
frames do: {:frame |

offset « file position. offsets add: offset. "save it"

file store: frame; cr.

frame

become: {DiskForm new
name: name; offset: offset; size: file position - offset)].

“File out the header information.”

offset « file position. "save it"

file store: self frameRate; space; store: offsets.
end « file position.

file reset; store: offset; position: end; cr; close)

10.3 GRAPHICS THROUGH THE LOOKING GLASS

In this section, we consider the implementation of a magnifying glass that can be attached
to the mouse for close examination of a graphical image, as shown in Fig. 10.3. More
specifically, we consider a magnifying glass in which it is possible to change the size of the
viewing glass and also the amount of magnification (subject to limitation imposed by the
implementation). Once a magnifying glass is created, it can be activated at any time.
Activating a magnifying glass causes it to be attached to the mouse and to operate in the
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following manner: The area under the magnifying glass is magnified and displayed over the
magnifier as long as the red mouse button is depressed. The magnified view stops being
displayed when the red (normal) mouse button is released. The magnifying glass is
deactivated when the yellow button is depressed. The magnifier can be moved whether or not
it is magnifying. Of course, if it is moved while magnifying, the area viewed will change.

System Browser

System-Compiler |-----~-~-~-~ = Joecccccccccee  Jecccsceooe-o
Files-Streams I MagnifyingGlass Finstance credation I new

Files-Abstract ] -----w-w-u-- private radiusimagnificatior
-Macintosh | = Je--e-c-e-eee femememooooe-

Interface-Macintosh

............ N ’;,:?w_e Fl
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EXT) ew radius:
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[ ]
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Figure 10.3 Using the magnifying glass for detailed study (magnified area displaced
from actual position over the magnifier for comparison purposes).

To allow magnifying glasses with arbitrary radius and magnification, we can introduce
instance variables and class protocol as shown in the following:

Class MagnifyingGlass

class MagnifyingGlass
superclass Object

instance variables radius magnification

class methods
instance creation

new
"Creates a default magnifying glass.”
Tself radius: 20 magnification: 4
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radius: aninteger magnification: anotherinteger
*Creates a magnifying glass of a specified size and magnification.”
Tsuper new radius: aninteger magnification: anotherinteger

instance methods
instance initialization

radius: aninteger magnification: anotherinteger
*Initializes the magnifying glass instance.”

*Save the radius and magnification.”
radius « aninteger. magnification « anotherinteger.

What should the magnifying glass look like? Fig. 10.4 shows a possible design.
Given that the glass itself is of radius radius, we define magnifierForm as a square form of
size 3 * radius. The handle is defined to be of thickness radius // 4. It will be too slow to
construct the magnifier on the spot, so we precompute it, storing the result in the instance
variable magnifierForm.

radius* 3

/"“/\\

radius .
radius * 3

Figure 10.4 The magnifying glass.

The instance method makeMagnifierForm creates and initializes the form containing
the magnifying glass and handle. First, a solid black handle is displayed on magnifierForm
using an instance of class Line. Note that we initially draw the handle from the center of the
glass to a point off the form. The bottom of the handle will automatically be clipped to the
form. We must clip the top left part of the handle ourselves. This is achieved by drawing a
solid white circle where the magnifying glass will eventually reside. To do this we create a
solid black circle of the required size and then display it on the form using the erase mode to
erase or set to white corresponding pixels in the magnifier form. Instances of class Circle and
Line are then used to add the glass and crosshairs to the magnifier form.
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Class MagnifyingGlass

class MagnifyingGlass
superclass Object
instance variables radius magnification magnifierForm

instance methods
instance initialization

radius: aninteger magnification: anotherinteger
"Initializes the magnifying glass instance.”

“Save the radius and magnification.”
radius < aninteger.
magnification « anotherinteger.

“Create the magnifier form.*
self makeMagnifierForm.

private form initialization

makeMagnifierForm
"Creates and initializes the form containing the magnifying glass and handie.”

| diameter center dot |

“Compute often used values.”

diameter « 2*radius. center « radius@radius.
magnifierForm < Form new extent: (radius@radius)*3.
dot < (Form extent: 3@3) black.

“Draw a solid black handie."
(Line from: center to: center*4 “off the form!!*
withForm: (Form new extent: {radius / 4) @ (radius // 4); black))
displayOn: magnifierForm.

"Draw a solid white circle over the top left part of the handle."
{Form dotOfSize: 2 * radius + 1)
offset: 0@0; displayOn: magnifierForm at: 0@0 rule: Form erase.

“Create the circle for the magnifying glass.”
(Circle new form: dot; radius: radius; center: center) displayOn: magnifierForm.

*Create the horizontal line across the magnifying glass."
{Line
from: 0@radius to: diameter@radius withForm: dot) displayOn: magnifierForm.

“Create the vertical line across the magnifying glass.”
(Line
from: radius@0 to: radius@diameter withForm: dot) displayOn: magnifierForm.

10.3.1 Activating the Magnifier

Now that we have an image of the magnifying glass, we can look at how to activate the
magnifier and the overall algorithm to track the movement of the mouse displaying cither
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the magnifier or the magnified area, depending on the status of the red button. We want to be
able to activate a magnifier using code of the form

MagnifyingGlass new activate

Whenever the mouse moves, we must restore the original area occupied by the magnifying
glass and redraw the magnifying glass at the new location. If the red button is depressed, the
magnified image rather than the magnifier must be displayed. Depressing the yellow button
deactivates the mouse and restores everything to its former state.

The basic strategy to be employed is described in pseudo code form in the following:

After hiding the cursor
magnifying := false.
while yellow button not pressed do
if red button pressed then magnifying := true
if red button released then magnifying := faise
if magnifying then
restoreBackgroundAndDisplayMagnifiedArea
else restoreBackgroundAndDisplayMagnifier
endwhile
restoreBackgroundAndDisplayNothing
restore the cursor

10.3.2 Restoring and Redisplaying

To be able to restore the background successfully (see Fig. 10.5) we must ensure that before
displaying the magnifying glass at a new location we save the background area for future
restoration. Remember that if the red button is depressed the magnified image is displayed
instead of the magnifier. Note that this means that, in general, the old and the new area could
either be the magnifier or the magnified area.

A further problem arises if the old and new forms overlap. If the background form were
restored in one step, followed by a display of the new information (either the magnifier or a
circular magnification area) in a second step, flickering would occur when the two areas over-
lap. We can avoid this by first displaying the information on a temporary form called the
merged form and then displaying this merged form on the screen using one display message
(see Fig. 10.6).

The merged form is a copy of the screen that contains both the background and display
areas. However, if the background and/or display forms partially reside off the screen, we
may need a larger merged form to avoid information loss by clipping (see Fig. 10.7).

Constantly creating new forms is slow, which suggests creating two forms, back-
groundForm and mergedForm, at initialization time. Is the sized of mergedForm
bounded by the size of the display? Unfortunately, the answer is no, as the scenario in
Fig. 10.7 illustrates. The size of the background form is the maximum of the magnifier or
the magnified image, while the size of the merged form is the rectangle that contains both
the background form and the new display rectangle. We could compute a size that takes into
account the situation shown in Fig. 10.7. However, this would have to be a function of the
magnifier’s radius. Even then, there are cases that would not be handled. For example, in
Macintosh systems with multiple screens, it is possible to move the mouse outside the
display area used by Smalltalk. In those cases, the merged form would have to be even larger
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Oid New

Figure 10.5 Restoring the old form and displaying the new form.

Oold New

Figure 10.6 Avoiding flicker by using a merged form.
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Figure 10.7 Background and display areas may partially reside off-screen.

than computed in order to work properly. A simple strategy is to start with a reasonable size
and extend it when (and only when) needed. Three instance variables, backgroundRectangle,
mergedRectangle, and displayRectangle, are needed to keep track of the extents of their corre-
sponding forms. Revisions to the class MagnifyingGlass so far are shown in the following:

Class MagnifyingGlass

class MagnifyingGlass

superclass Object

instance variables radius magnification magnifierForm

backgroundForm mergedForm backgroundRectangle
displayRectangle mergedRectangle

instance methods
instance initialization

radius: aninteger magnification: anotherinteger
"Initializes the magnifying glass instance.”

"Save the radius and magnification.*
radius « aninteger. magnification « anotherinteger.

"Create the utility forms."
self makeMagnifierForm. self makeBackgroundAndMergedForms

Chapter 10 Graphical Applications a7




private form initialization

makeBackgroundAndMergedForms
"Creates forms for keeping track of the background and merged forms."

| size extent |

size « radius * magnification * 2 max: radius * 3.
extent « size@size.

backgroundForm < Form new extent: extent.
mergedForm < Form new extent: Display extent.

instance activation

activate
“Make the magnifier track the mouse and display a magnified version of the area
underneath it if the mouse button is depressed; otherwise, display the magnifier
itself. Depressing the yellow button (option + mouse down) deactivates the mouse
and restores everything to its former state.”

| magnifying newCenter |

*Initialize."
magnifying « false. backgroundRectangle « Sensor cursorPoint extent: 0@0.

*Hide the cursor.”
Cursor blank showWhile:{

*Quit when a yellow button is pressed.”
[Sensor yellowButtonPressed] whileFalse: [

*Determine if magnification status has changed.”
magnifying - Sensor redButtonPressed.

*Display either the magnifier or the magnified area.”
newCenter < Sensor cursorPoint.
maghnifying
ifTrue:
displayRectangle <~ newCenter - (radius@radius*magnification)
extent: radius * magnification * 2.
self restoreBackgroundAndDisplayUsing:
#displayMagnifiedAreaOnMergedForm]
ifFalse: [
displayRectangle « newCenter - {radius@radius)
extent: magnifierForm extent.
self restoreBackgroundAndDisplayUsing:
#displayMagnifierOnMergedForml].

self restoreBackgroundAndDisplayUsing: #isNil]

There are several things to note about the activate method. The instance method
‘showWhile: aBlock’ is used to hide the cursor (to make it blank) while aBlock is evaluated.
The original cursor is restored afterwards. In addition, note that one method
restoreBackgroundAndDisplayUsing: handles the restorc and redisplay process. We
distinguish between the three cases by computing the new display rectangle and passing a
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different method as argument to restoreBackgroundAndDisplayUsing: in each case. For
the case where the magnified image will be displayed, the code is:

displayRectangle « newCenter - (radius@radius*magnification)
extent: radius * magnification * 2.

self restoreBackgroundAndDisplayUsing: #displayMagnifiedAreaOnMergedForm

The method displayMagnifiedAreaOnMergedForm will deal with the computation
specific to the magnified image. When the magnifier is 1o be displayed, the code is

displayRectangle < newCenter - (radius@radius) extent: magnifierForm extent.
self restoreBackgroundAndDisplayUsing: #displayMagnifierOnMergedForm

For the final case, where the background must be restored but no redisplay is required,
method isNil is passed — isNil is simply a nice way of specifying a null operation; it is
understood by all objects and simply returns true or false depending on whether or not the
receiver is nil.

self restoreBackgroundAndDisplayUsing: #isNil

10.3.3 Restoration and Redisplay Details
The restore and redisplay process can be decomposed into five basic steps.

1. Obtain a screen copy containihg both background and display areas.

The size of the merged rectangle is first computed taking into account the
possibility that the rectangle may need to be extended if either the background or
display rectangle lies partially off screen. The merged form is then extracted from
the display using the copyBits:from:at:clippingBox:extent:rule:mask: message.

mergedRectangle « backgroundRectangle merge: displayRectangle.

mergedRectangle extent x > mergedForm extent x |
{mergedRectangle extent y > mergedForm extent y)
ifTrue: [mergedForm « Form new

extent: (mergedRectangle extent max: mergedForm extent)).
mergedForm copyBits: mergedRectangle from: Display at: 0 @ 0

clippingBox: (0 @ 0 extent: mergedRectangle extent)
rule: Form over mask: nil.

2. Compute background and display rectangles relative to merged form origin.

The background and display rectangles will ultimately be extracted from or
displayed on the merged form. Hence, it is convenient to translate the background
rectangle in display coordinates into coordinates that are relative to the origin of

the merged rectangle — the relative background rectangle. The same applies for
the relative display rectangle.

relativeBackgroundRectangle «
backgroundRectangle translateBy: 0 @ 0 - mergedRectangle origin.

relativeDisplayRectangle «
displayRectangle translateBy: 0 @ 0 - mergedRectangle origin.
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Restore merged form and save the display area as the new background.
The next step is to restore the merged form to what it used to be.

backgroundForm displayOn: mergedForm
at: relativeBackgroundRectangle origin
clippingBox: relativeBackgroundRectangle
rule: Form over mask: nil.

Next, the display area is retrieved from the merged form and saved as the new
background.

backgroundForm
copyBits: relativeDisplayRectangle from: mergedForm
at: 0@0 clippingBox: (0 @ 0 extent: relativeDisplayRectangle extent)
rule: Form over mask: nil.

backgroundRectangle « displayRectangle.

Copy the display form onto the merged form (in-place modify).

The next step copies the display form onto the merged form. If the red button is
pressed (for magnification), method displayMagnifiedAreaOnMergedForm is
invoked. If no magnification is taking place, method displayMagnifierOn-
MergedForm is invoked. These methods are described in more detail in the next
section.

Either

self perform: #displayMagnifiedAreaOnMergedForm
Or

self perform: #displayMagnifierOnMergedForm

Display the merged form on the screen.

Finally, we can display the merged form on the screen. Note that we have taken
great care to ensure that at most one display operation is used to paint the screen.

mergedForm displayOn: Display
at: mergedRectangle origin
clippingBox: mergedRectangle
rule: Form over mask: nil.

10.3.4 Displaying the Magnifier on the Merged Form

The method displayMagnifierOnMergedForm displays the magnifier form on the merged
form. Note that the combination rule used is Form under so that we can see through the

magnifier.
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displayMagnifierOnMergedForm

magnifierForm
displayOn: mergedForm at: relativeDisplayRectangle origin
clippingBox: relativeDisplayRectangle rule: Form under mask: nil
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10.3.5 Displaying the Magnified Image on the Merged Form

If the magnified image were rectangular, it would be relatively easy to display the image on
the merged form. However, the magnified image is circular, and this makes the problem con-
siderably more interesting. Fig. 10.8 illustrates the steps necessary to display the circular
magnified image. Five major stages may be identified and we will discuss each in detail.
First, however, note that a black circular mask is used twice in the display process. The form
largeBlackHole for the mask can be precomputed once and then used whenever required. We
introduce a new method makeLargeBlackHole to create the black hole and save it in the
instance variable largeBlackHole. Method radius:magnification: must be modified to
invoke makeLargeBlackHole whenever the radius or magnification factor is modified.

makelargeBlackHole
*Create a black hole (a large black dot) and save it in the instance.”
| magnifiedDiameter |

magnifiedDiameter - radius * magnification * 2.
largeBlackHole <— (Form dotOfSize: magnifiedDiameter) offset: 0@0

Five steps are needed:
1. Obtain a magnified square image.

The first step is to take the image under the magnifying glass and magnify it to
the size it will appear in the magnified image. At this stage, we simply ignore the
fact that the magnifying glass is round and extract and magnify a rectangular
image from underneath the glass.

| imageRectangle imageForm magnifiedimage |

*First, obtain a magnified square image of the area."

imageRectangle « relativeDisplayRectangle center - (radius@radius)
extent: (radius@radius)*2.

imageForm « Form new extent: imageRectangle extent.

imageForm copyBits: imageRectangle from: mergedForm at: 0@0
clippingBox: (0@0 extent: imageRectangle extent)
rule: Form over mask: nil.

magnifiedimage ¢« imageForm magnifyBy: magnification@magnification.

2. Obtain a circular image.

We can obtain the required magnified image in circular form by "anding” the

magnified rectangular image with a large circular black mask of the required size.

Note that "anding" is achieved using a display operation with the proper rule.
"Second, AND it with the black hole.”

largeBlackHole displayOn: magnifiedimage at: 0@0
clippingBox: magnifiedimage boundingBox rule: Form and mask: nil.

3. Create a white circular hole in which to display the magnified image.

Next we create a white circular hole at the point where the circular magnified

image is to be displayed. The large circular black mask can again be used but in

this case we use combination rule erase to cut out the required white circular hole.
*Third, create a white hole in the magnified area (erase changes black to white).”

largeBlackHole displayOn: mergedForm at: relativeDisplayRectangle origin
clippingBox: relativeDisplayRectangle rule: Form erase mask: nil.
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Figure 10.8 Displaying the magnified image on the merged form.
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4. Place the magnified image into the white circular hole.

The magnified image can now be copied into the white hole using the "or" or
under rule to ensure that only the circular portion of the magnified image form is
copied.

*Fourth, OR the magnified image onto the magnification area with the white hole.”

magnifiedimage displayOn: mergedForm at: relativeDisplayRectangle origin
clippingBox: relativeDisplayRectangle rule: Form under mask: nil.

5. Outline the circular hole.

Finally, to make the magnified image stand out more clearly, we create a black
circle around the display rectangle on the merged form.

*Fifth, draw a circle around the magnified section to make it stand out.”
dot « (Form extent: 3@3) black.
(Circle new form: dot; radius: radius * magnification - 1;
center: relativeDisplayRectangle center - (1@1))
displayOn: mergedForm at: 0@0
clippingBox: relativeDisplayRectangle rule: Form over mask: nil.

10.3.6 Class MagnifyingGlass

For completeness, we include the final class definition for class MagnifyingGlass.

class MagnifyingGlass
superclass Object
instance variables radius magnification magnifierForm

backgroundForm largeBlackHole
backgroundForm mergedForm
backgroundRectangledisplayRectangle
mergedRectangle relativeBackgroundRectangle
relativeDisplayRectangle

comment A magnifying glass (magnifier for short) of specified radius
and magnification can be created and subsequently
activated. When activated, the cursor is replaced by the
magnifying glass. As long as the red (standard) mouse
button is depressed, the area under the magnifying glass is
magnified and displayed over it. Depressing the yellow
(option+mouse) button deactivates the magnifying glass and
restores the cursor to what it was. Note that the magnifier
has a round (as opposed to square) glass.

For speed, two forms are initialized at creation time: (1)
magnifierForm which contains the magnifier icon and, {(2)
largeBlackHole, a circular mask to capture the portion of the
magnified picture to be displayed.

class methods
instance creation
new

“Creates a default magnifying glass."
self radius: 20 magnification: 4
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radius: aninteger magnification: anotherinteger
“Creates a magnifying glass of a specified size and magnification.”
Tsuper new radius: aninteger magnification: anotherinteger

examples

example1
"MagnifyingGlass new activate"
*(MagnifyingGlass radius: 40 magnification: 5) activate"

instance methods
instance initialization

radius: aninteger magnification: anotherinteger
*Initializes the magnifying glass instance.”

"Save the radius and magnification.”
radius ¢« aninteger. magnification « anotherinteger.

“Create the utility forms.”
self makeMagnifierForm.
self makeLargeBlackHole.

self makeBackgroundAndMergedForms

instance activation

activate
*Make the magnifier track the mouse and display a magnified version of the area
underneath it if the mouse button is depressed; otherwise, display the magnifier
itself. Depressing the yellow button {(option + mouse down) deactivates the mouse
and restores everything to its former state.”
| magnifying newCenter |

“Initialize.”
maghnifying « false. backgroundRectangle ¢« Sensor cursorPoint extent: 0@0.

"Hide the cursor.”
Cursor blank showWhile:[
"Quit when a yellow button is pressed.”
[Sensor yellowButtonPressed] whileFalse: [
"Determine if magnification status has changed.”
maghnifying < Sensor redButtonPressed.
*Display either the magnifier or the magnified area.”
newCenter < Sensor cursorPoint.
magnifying
ifTrue:
displayRectangle « newCenter - (radius@radius*magnification)
extent: largeBlackHole extent.
self restoreBackgroundAndDisplayUsing:
#displayMagnifiedAreaOnMergedForm]
ifFalse: {
displayRectangle « newCenter - (radius@radius)
extent: magnifierForm extent.
self restoreBackgroundAndDisplayUsing:
#displayMagnifierOnMergedForm]l.

self restoreBackgroundAndDisplayUsing: #isNil]
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displaying

displayMagnifiedAreaOnMergedForm
*In-place Magnifies a circular area centered at newCenter in aForm.”
I imageRectangle imageForm magnifiedimage dot |

“First, obtain a magnified square image of the area.”
imageRectangle «
relativeDisplayRectangle center - (radius@radius) extent: {radius@radius)*2.
imageForm « Form new extent: imageRectangle extent.
imageForm copyBits: imageRectangle from: mergedForm at: 0@0
clippingBox: (0@0 extent: imageRectangle extent) rule: Form over mask: nil.

magnifiedimage « imageForm magnifyBy: magnification@magpnification.

*Second, AND it with the black hole.”
largeBlackHole displayOn: magnifiedimage at: 0@0
clippingBox: magnifiedimage boundingBox rule: Form and mask: nil.

*Third, create a white hole in the magnified area (erase changes black to white)."
largeBlackHole displayOn: mergedForm at: relativeDisplayRectangle origin
clippingBox: relativeDisplayRectangle rule: Form erase mask: nil.

*Fourth, OR the magnified image onto the magnification area containing the white

hole.”

magnifiedimage displayOn: mergedForm at: relativeDisplayRectangle origin
clippingBox: relativeDisplayRectangle rule: Form under mask: nil.

“Fifth, draw a circle around the magnified section to make it stand out.”
dot « (Form extent: 3@3) black.
{Circle new form: dot; radius: radius * magpnification - 1;
center: relativeDisplayRectangle center - (1@1))
displayOn: mergedForm at: 0@0 clippingBox: relativeDisplayRectangle
rule: Form over mask: nil

displayMagnifierOnMergedForm
magnifierForm
displayOn: mergedForm at: relativeDisplayRectangle origin
clippingBox: relativeDisplayRectangle rule: Form under mask: nil

restoreBackgroundAndDisplayUsing: displayOnMergedFormSymbol
*If the background form were restored in one step followed by a display of the new
information (either the magnifier or a circular magnification area) in a second step,
flickering would occur when the two areas overlap. We can avoid this by first
displaying the information on a temporary form called the merged form and then
displaying this merged form on the screen using one display message."

“First, obtain a copy of the screen that contains both the background and display
areas. Note: if the background and/or display forms partially reside off the screen,
we may need a larger merged form to avoid information loss by clipping.”

mergedRectangle « backgroundRectangle merge: displayRectangle.

mergedRectangle extent x > mergedForm extent x|
(mergedRectangle extent y > mergedForm extent y)
ifTrue: [mergedForm «
Form new
extent: (mergedRectangie extent max: mergedForm extent)).
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mergedForm copyBits: mergedRectangle from: Display at: 0 @ 0
clippingBox: (0 @ 0 extent: mergedRectangle extent)
rule: Form over mask: nil.

*Second, compute background and display rectangles relative to the merged form
origin.”
relativeBackgroundRectangle «

backgroundRectangle translateBy: 0 @ 0 - mergedRectangle origin.
relativeDisplayRectangle «

displayRectangle translateBy: 0 @ 0 - mergedRectangle origin.

*Third, restore the merged form to what it used to be and save the display area for
later use.”
backgroundForm displayOn: mergedForm
st: relativeBackgroundRectangle origin
clippingBox: relativeBackgroundRectangle
rule: Form over mask: nil.
backgroundForm
copyBits: relativeDisplayRectangle from: mergedForm
at: 0@0 clippingBox: (0 @ 0 extent: relativeDisplayRectangle extent)
rule: Form over mask: nil.
backgroundRectangle « displayRectangle.

“Fourth, display the display form onto the merged form (in-place modify).”
self perform: displayOnMergedFormSymbol.

*Finally, disptay the merged form onto the screen.”
mergedForm displayOn: Display at: mergedRectangle origin
clippingBox: mergedRectangle rule: Form over mask: nil

private form initialization

makeMagnifierForm
"Creates and initializes the form containing the magnifying glass and handle.”
| diameter center dot |

"Compute often used values.”

diameter «~ 2*radius. center « radius@radius.
maghnifierForm « Form new extent: {radius@radius)*3.
dot « (Form extent: 3@3) black.

“Draw a solid black handle.”
(Line from: center to: center*4 "off the form!!"
withForm: (Form new extent: (radius // 4) @ (radius // 4); black))
displayOn: magnifierForm.

“Draw a solid white circle over the top left part of the handle."
(Form dotOfSize: 2 * radius + 1)
offset: 0@0; displayOn: magnifierForm at: 0@0 rule: Form erase.

"Create the circle for the magnifying glass."
(Circle new form: dot; radius: radius; center: center) displayOn: magnifierForm.

"Create the horizontal line across the magnifying glass.”
(Line from: 0@radius to: diameter@radius withForm: dot) displayOn: magnifierForm.

“Create the vertical line across the magnifying glass.”
(Line from: radius@0 to: radius@diameter withForm: dot) displayOn: magnifierForm
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makelargeBlackHole
*Create a black hole (a large black dot) and save it in the instance.”
| magnifiedDiameter |

magnifiedDiameter ¢« radius * magnification * 2.
largeBlackHole « (Form dotOfSize: magnifiedDiameter) offset: 0@0

*Creates forms for keeping track of the background and merged forms.”
| size extent |

size « radius * magnification * 2 max: radius * 3.
extent « size@size.

backgroundForm ¢~ Form new extent: extent.
mergedForm ¢« Form new extent: Display extent

10.4 THE DESIGN AND IMPLEMENTATION OF A SIMPLE VIDEO GAME

Designing applications is not made easier by object-oriented languages — in fact, it's harder.
The goal of writing down a good design on paper in one pass is rarely achieved — it is
possible only with hindsight; i.e., if you've done it before. More likely, your design, if it's
any good, will have undergone an extensive evolution. To do this properly, a desktop —
even an electronic desktop with diagramming tools — is inadequate. An interactive design
tool is needed. We claim that the Smalltalk environment (not the language) is in fact such a
tool.

In this case study, we focus not so much on the tool but on the notion that design is
an interactive process. We present a design history for a simplified version of the Brickles*
game. Working code for the end product is provided, but the important issue is the ongoing
evolution of the design. Because of space limitations, it will not be possible to detail
everything that transpired during the evolution, much less show all the discarded code.
Nevertheless, we will attempt to provide a condensed but reasonable idea.

At the very least, we hope to convey the notion that designing is hard. A secondary
goal is to show that designing must include programming to be properly evaluated and that
most of what we do in an environment like Smalltalk's is design.

A typical display for the game is shown in Fig. 10.9. The objective of the game is to
remove all the bricks from the wall. When the ball strikes a brick, the brick disappears. The
ball can be redirected using the paddle, which the player can move to the left or right using
the mouse. The ball bounces off the sides, bricks, and paddle in a conventional fashion. The
player has three balls with which to remove all the bricks. A ball is lost if it passes below
the paddle; i.e., if the player misses it!

10.4.1 Designing Is Prototyping

We started off by finding the objects; i.e., attempting to determine the object classes and
their representation — the object fields (see Fig. 10.10). Next we introduced an abstract

4Shareware distributed by Ken Winograd.
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Paddie

Figure 10.9 The video game.

class YideoGameComponent to tie together the game elements. This also led to an
abstract class MovingGameComponent to tie together the Ball and Paddle classes. For
the moment, it was to contain only a direction (actual contents undecided).

The VideoGame fields suggest the creation of a container class for the bricks called
Wall (the notion brick wall comes to mind), and another one, called Sides, to contain the
left, top, and right side of the game.

We considered creating an abstract superclass for Wall and Sides, because they are
examples of components with parts, but put it on hold for later. We decided instead to
temporarily add a field parts to VideoGameComponent with the understanding that only
Wall and Sides would really use them.

[ 1 1
B B r
VideoGame Ball Brick

ool posiion || | position
© radius | width
height

] ] |
Side Paddle
position
width
height

position

width
height

sides
wall

Figure 10.10 Initial class hierarchy.
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VideoGame
Component
parts
boundingBox

MovingGame
Component

direction

Ball Paddle

Figure 10.11 Next class hierarchy.

The resulting design so far (ignore field changes for the moment) is summarized in
Fig. 10.11. It suggested that we might be able to move the radius and width/height fields

into the superclass if a more general notion was used. We decided on the concept of a
boundingBox.

With respect to operations, we introduced new at the top level for creating initialized
instances, protocol for accessing and changing the fields, an addPart: at the top level, and
both an initialize and display method unique to each class at the bottom of the hierarchy.
Since the display methods for Sides and Wall were the same (they just displayed the parts),
it was moved up to the superclass. The reader could glance ahead to the end of the chapter for
a look at the ball, brick, paddle, and side initialization code -— most of it came from this
carly stage.

We also introduced protocol for determining and changing the position of an object
(position and position:) and changing the size of the bounding box without moving it
(extent:). Soon afterward, we replaced the position concept by a center notion to
eliminate confusion (the position of a rectangle is usually understood to be the top corner;
for a circle, it's usually the center). Finally, we added play to VideoGame so that it could at

least display the sides, wall, ball, and paddle. We now had a prototype without moving
objects.

10.4.2 Getting into Details

We deliberated over whether direction should be an angle that would ultimately require the
use of sin and cos or a quantized direction — we chose the latter because we suspected a
potential future speed problem, but we were prepared to change our minds (see
directionIndex). Anticipating bouncing objects, we added method reverseDirection.

We added move methods to classes Ball and Paddle — using a fixed step size of 5
pixels in x and/or y to begin with. VideoGame method play was extended so that the ball
started in the center and moved upward in a loop (for testing).
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The move methods give a flavor of the quantization and the distinction between a ball
and a paddle.

Moving Methods

aMovingGameObject directionindex
Tilleft right up down leftUp rightUp ...) indexOf: direction

aBall move
| delta aPoint |
delta « #(
(-6 0) “left" (5 0) "right"
(0 -5) "up” (0 5) "down"
(-5 -5) "leftUp" (5 -B) "rightUp"
(-5 5) “leftDown" (5 5) “rightDown"
) at: self directionindex.
aPoint « (delta at: 1)@(delta at: 2).
self center: self center + aPoint

aPaddle move
self center: Sensor cursorPoint x @ self center y

Now the ball could “climb up” the screen and the paddle could track the mouse but old
images remained on the screen.

10.4.3 Taking Movement More Seriously

To prevent flicker, we modified the design to avoid displaying individual objects directly on
the screen; i.e., we replaced the display methods by ‘displayOn: aForm’ and displayed the
form only after both the ball and paddle had been displayed on it.

When a moving object changes location, the old location must be restored to its
former state — only then is the object displayed at the new location. To simplify the use of
moving objects, we decided to have the moving object do this as part of the displayOn: pro-
tocol. We introduced fields underneath and underneathOrigin for this purpose. Note that
after restoring the old background and before displaying the object, the new background is
saved in the new fields.

To properly distribute the new functionality, we decided to have method displayOn: in
MovingGameComponent restore the old and save the new. Existing methods displayOn:
in Ball and Paddle were extended with an initial super displayOn:.

We introduced a naive collision handling method, ‘bounceOff: aGameObject’, in Ball.
It needs to do two things: detect a collision (required a top-level query method ‘intersect:
aGameObject’) and determine a rebound direction (‘pushOff: aGameObject’). For composite
objects, the intersect: method is relayed to the parts; for the others, a test for intersecting

bounding boxes is used. For an explanation of the heuristic used in pushOff:, see class
ObstacleSet.

Finally, we extended play to create a form the size of the display, repeat ‘self
playOneBallOn: aForm’ three times, and finally display a "game over" message. Most of
the work was done by method playOneBallOn:,
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The Playing Algorithm

aVideoGame playOneBallOn: aForm
ball center: Display center; direction: MovingGameComponent randomDirection.
[self ballOutOfPlay] whileFalse: [
ball
bounceOff: sides;
bounceOff: wall;
bounceOff: paddle;
move;
displayOn: aForm.
paddle move; displayOn: aForm.
aForm displayl]

The next stage was to make the bricks vaporize. We extended bounceOff: to return the
obstacles it intersected with (there could be more than one; ¢.g., two bricks at a time). Then
if the obstacle was a brick, we removed it from the wall — we added a removePart: method
to complement addPart:.

We also attempted to generalize the intersects: method at the top level so that we
could eliminate the ones in the non-composite object subclasses. It ended up being too
complex and we rejected it.

A Method That Was Too Complex

intersects: anObject
self == anObject ifTrue: [Tfalse].
{(boundingBox intersects: anObject boundingBox) ifFalse: [Ttalsel.
self hasNoParts & anObject hasNoParts ifTrue: [ Ttruel.
self hasNioParts ifTrue: [TanObject intersects: self].
garts do: [:aPart | (aPart intersects: anObject)ifTrue: [ Ttruell.
false

We felt confident it was time to try out the game again. We found the rebound
heuristic worked most of the time but it failed when hitting the side of a brick (as opposed to
the bottom) — a new version worked better. On occasion, the ball escaped through the sides.
The problem was the timing for the intersection test. It was performed when the ball was on
one side of the barrier (before moving) and also when it was on the other side (after moving).
It wasn't designed to consider the intermediate positions — the side was only 1 pixel wide
and the ball jumped in increments of five.

10.4.4 Extending and Improving the Design

We next introduced an interaction abstraction to enable us to better understand how to
control moving objects. More specifically, we defined moveOn: to mean the sequence
‘hideOn:, move, showOn:’, where hideOn: restores overwritten background and showOn:
saves the new one about to be written and displays it. It's now possible to hide for long
periods of time while other intervening displays are performed.

We also had to develop a more sophisticated collision detector that projected the
receiver's bounding box from the start point to the end point.
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Next, we replaced the notion of direction by a velocity vector of the form
deltaX@deltaY, where each delta could be a floating point value. This also permitted
directions at arbitrary angles to be specified. We introduced a corresponding protocol
direction, direction:, velocity, velocity:. On a minor note, we tired of the name
GameComponent and changed it to GameObject.

Finally, we decided to reorganize the hierarchy by (1) adding CompositeGameObject
as a superclass of Wall and Sides and (2) BasicGameObject as a superclass of Ball,
Brick, and Paddle (see Fig. 10.12). However, there were now two ways of classifying
objects: composite/non-composite and moving/nonmoving — a multiple inheritance issue?
No matter how we did it, we decided we didn't want to consider all combinations. The simple
solution was to assume all objects could be moving — for our game, most would have
velocity zero.

Game
Object
boundingBox
undemeath
underneathOrigin
velocity

Paddle

Figure 10.12 Final class hierarchy.
Finally, we had a working system (but see the conclusions). However, it was slow.

10.4.5 Designing for Speed

To speed up the game, we decided to precompute pictures of the basic objects and cache them
into a new field picture. Since this would have to be recomputed if the size of the object
changed, we introduced a method relnitialize to do this. We added this message at the end
of methods that changed the receiver's bounding box size. We also decided that the bounding
box for a composite object should automatically be recomputed if one of its parts was
removed. Moreover, it was to be the union of the bounding boxes of its parts. Not
unexpectedly, this slowed down the system.

Another possibility was to decompose the bricks into a hierarchy of composite
objects, providing an O(log n) search path to the bricks rather than O(n). This helped a
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little, but removing a brick from the wall became slower because a more complex search was
needed to find it.

To avoid drawing the complete form (the same size as the display) when little changed,
we decided to maintain a rectangle that is the union of all the areas modified. When the form
is written, only the area inside the rectangle is displayed and then the rectangle is reset to nil
(unused). To isolate the changes, we created GameForm, a subclass of Form, which
maintained this additional rectangle. All messages of the form ‘displayOn: aGameForm’
ultimately result in a copyBits:... message to aGameForm. It simply merges the size of the
form being copied with the existing rectangle it maintains and relays the message to the
superclass. A display is also introduced to display only the portion specified by the
rectangle. This extension was particularly interesting because it was a transparent change;
i.e., no existing code had to be modified.

We finally decided to speed up the brick removal operation by ensuring that all
contained objects kept track of their container; i.e., the addition of a container field to all
game objects. We resisted this for a long time but it paid off — removing a brick was now
O(1). With little additional overhead, we also provided a facility to recompute the bounding
boxes covered by composite objects higher up (see release and superRelease in class
GameObject). This sped up the system as the number of bricks decreased.

10.4.6 More Refinements and Further Polishing

Every now and then, bits and pieces of the code failed to be object-oriented; ic., it
considered the object types to determine what to do. Eliminating such code generally required
high-level abstractions and usually caused the design to improve. A specific example is
shown below— it led to the higher-level recoil abstraction. Now it was up to individual
objects to decide what to do when they were hit; €.g., bricks hid and then released themselves
from their containers; all other objects stayed put.

Obstacle Handling
“Old approach”

... determine all obstacles ...
obstacles do: [:obstacle |
{obstacle isKindOf: Brick)
ifTrue:[obstacle hideOn: aForm. wall removePart: obstacle]]

“New approach”

... determine all obstacles ...
obstacles do: [:obstacle | obstacle recoilOn: aForm])

The above statement suggested another abstraction to simplify the design — a
complementary ‘obstacle pushOff: approachingObject’ operation. This made it simple to
extend the paddle so that it imparts spin to the ball; all other objects push off by deflection.
Additionally, much of the collision detection code was designed to ask questions of a
bounding box as opposed to a game object. Thus, some methods had the flavor of
‘anyGameObject queryAbout: boundingBox using: additionalInformation’. We were able to
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remove about half of such methods by introducing a virtual ball, one that starts off as a
copy of the original ball and then is successively modified as simulated movement is
performed. We didn't want to use the original ball because alternative scenarios were
successively tried.

Finally, we abandoned the field underneathOrigin since it occurred to us that we
could store it in the underneath form's offset. In hindsight, we should have thought of this
right at the beginning — did you? Various cosmetic name changes were also made.

And just when we thought we were finished, we tried it and ‘the last bug’ appeared. It
was introduced by the pushOff: abstraction, which tried to distribute computation that was
previously performed as a unit. More specifically, the heuristic used to determine the bounce
direction could not be applied by having successive obstacles modify the approaching
object's velocity. The solution required a new abstraction, ObstacleSet, which could
perform this computation as a unit. It also enabled us to integrate at least one Set method
that we placed in GameObject so as not to modify the system class.

Additional improvements to the collision detection algorithm then obviated the need or
use for virtual balls and they were eliminated. The source code for the classes making up the
video game application is listed at the end of this chapter.

10.4.7 The Video Game: Conclusions

We started this case study with the thesis that object-oriented software design is hard. We
hope the case study has shown you some of the extra dimensionality that exists when
designing in an OOP environment. In all, we produced eighteen variations of the game, each
differing from the other in some major way. In many cases, the code size increases in one
variation only to subsequently decrease in the next — something we couldn't explicitly
show. The design process is clearly interactive and involves notions that don't exist using
conventional methodologies; e.g., reusability, specialization, generalization, and so on.
Designing with OOP cannot be done on paper. It requires an OOP environment with OOP
tools that support exploratory programming, class reorganization, and protocol migration.

The Smalltalk system is the best and perhaps the only system so far to support this process
well.

But are we done? We don't believe so. There are still issues that haven't been properly
abstracted, code that is too complex, and in fact bugs to eliminate. Perhaps some of you will
wish to continue the design!

10.4.8 Source Code for Video Game

Class VideoGame

class VideoGame

superclass Object

instance variables ballObstacles sides wall paddie ball

class methods
instance creation

new
“Create a new video game.”
Tsuper new initialize
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examples

example1
*VideoGame example1”
VideoGame new play

instance methods

instance initialization

initialize
*Obtain an instance of each game component.”
ballObstacles « CompositeGameObject new
addPart: (sides < Sides new);
addPart: (wall < BrickWall with: Brick new);
addPart: (paddle < Paddle new); relnitialize.
ball « Ball new radius: 8

playing

*Play an entire game.”

| aForm farewell magnifiedFarewell |
*Prepare to play.*

ball center: Display boundingBox center.
aForm « GameForm extent: Display extent.
self showOn: aForm.

aForm display.

“Hide the cursor and play."
Cursor blank showWhile: [3 timesRepeat: [self playOneBalliOn: aForm]].

*Quit.”
farewell < ' Game Over ' asDisplayText form.
magnifiedFarewell < farewell magnifyBy: 8@8.
magnifiedFarewell
displayOn: Display
at: Display boundingBox center - magnifiedFarewell boundingBox center.
(Delay forSeconds: 10} wait.
ScheduledControliers restore

playOneBallOn: aForm

"Play until the ball is lost.”

| obstacles |

ball
center: Display boundingBox center;
velocity: GameObiject defaultVelocity;
direction: GameObject randomUp.

[self baliOutOfPlay | wall parts isNil] whileFalse: [
ball hideOn: aForm.
paddle move. *if the mouse moves after this, it will have velocity"
obstacles < ball moveUpTo: ballObstacles.
obstacles pushOff: ball; spin: ball; recoilOn: aForm.
paddle moveOn: aForm.
ball showOn: aForm.
aForm displayl.

aForm display. 4 timesRepeat: [Display reverse; reverse}
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querying

ballOutOfPlay
Thall boundingBox corner y > paddle boundingBox corner y

displaying

showOn: aForm
“Show all components of the game.”
"We want the sides to be above the wall of bricks but when a brick is removed, we
want it to appear as if were underneath the sides. We can achieve this by showing
the sides twice (see below).”
sides showOn: aForm.
wall showOn: aForm.
sides showOn: aForm.
paddie showOn: aForm.
ball showOn: aForm

Class GameObject

class GameObject

superclass Object

instance variables container boundingBox underneath velocity

class methods
instance creation

new
"Create a new video game component.”
Tsuper new initialize relnitialize

querying

defaultVelocity
T20@20

randomUp
"Returns a random vertical direction as an angle. Vertical is 180 through 360
degrees exclusive (use 200 through 340)."
T200 + (141 * (Random new next)) rounded

instance methods
instance initialization

initialize
“Initialize so that there is nothing underneath and not moving."
boundingBox « 0@0 corner: -1@-1.
underneath < Form extent: 0@0.
velocity « 0@0
relnitialize
"No-op unless redefined by a subclass.”

query/modification

center
TboundingBox center
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center: aPoint
boundingBox moveTo: aPoint - (boundingBox extent // 2)

boundingBox
TboundingBox
boundingBox: aRectangle
boundingBox « aRectangle.
self relnitialize

extent
TboundingBox extent
extent: aPoint
| oldCenter |
oldCenter « boundingBox center.
boundingBox « oldCenter - (aPoint // 2) extent: aPoint.
self relnitialize

copying

copy
Tself shallowCopy boundingBox: self boundingBox copy

container

contamer
Teontainer

container: aGameObject
container « aGameObject

reloase
“Makes the receiver no longer a part of some container and returns the container.”
| myContainer |
{myContainer « container) isNil ifTrue: 1Thnill.
container removePart: self.
container « nil.
TmyContainer

superRelease
"Releases objects bottom-up as long as the containers have no parts (after the
change). Also, causes the bounding boxes higher up to be adjusted. Returns self.*
| myContainer |
{myContainer « self release) isNil ifTrue: [Tnil}.
myContainer parts isEmpty
ifTrue; [myContainer superRelease)
ifFalse: [myContainer superRelnitialize)

superRelnitialize

"Relnitialize bottom-up as long as changes occur.”

| save |

save « boundingBox.

self reinitialize.

save = boundingBox

ifFalse: [container isNil ifFalse: [container superRelnitialize]]

careless moving
direction

Tvelocity theta radiansToDegrees
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direction: angle
| radians |
radians « angle degreesToRadians.
velocity « (radians cos@radians sin) * velocity r

reverseXDirection
*Negate the x-component of the velocity.”
velocity « velocity x negated@velocity y
reverseYDirection
"Negate the y-component of the velocity.”
velocity < velocity x@velocity y negated

velocity
Tvelocity
velocity: aPoint
velocity « aPoint

move
"Advance in the current direction.”
self center: self center + velocity rounded

moveOn: aForm
self hideOn: aForm.
self move.
self showOn: aForm

recoilOn: aForm

‘:rReact graphically to having been bumped {(default is to do nothing).”
self

careful moving

projectedBoundingBox
TboundingBox translateBy: velocity rounded

projectedBoundingBoxesDo: aBlock
"Poor man's Bresenham's algorithm."
| size offset previous current roundedCurrent repetitions increment |
size « boundingBox extent. offset « size // 2.
previous « current « roundedCurrent « self center.
repetitions «<— velocity x abs max: velocity y abs.
increment « velocity / repetitions.
repetitions rounded + 1 timesRepeat: [
roundedCurrent = previous
ifFalse: {aBlock value: (roundedCurrent - offset extent: size)].
previous « roundedCurrent.
current « current + increment. roundedCurrent « current rounded]

moveUpTo: potentialObstacles
"Performs a standard move if possible and returns an empty obstacle set.
Otherwise, determines which potential obstacles {a composite object) are first hit,
moves to the obstacles, and returns the non-empty obstacle set. Generally, more
than one obstacle can be encountered; e.g. at a corner or between two objects."
| roughObstacles |
roughObstacles « self roughObstacles: potentialObstacles.
roughObstacles isEmpty ifTrue: [self move. TroughObstacles].
Tself moveToExactObstacles: roughQObstacles.
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roughObstacles: candidatesGameObject
*Determine which candidates are in the path from the start to the end point of the
receiver's next movement using a simple but fast technique.”
| roughObstacles box |
roughObstacles < ObstacleSet new.
box « boundingBox merge: self projectedBoundingBox.
{candidatesGameObject intersects: box) ifFalse: [ | roughObstacles].
candidatesGameObject addTo: roughObstacles ifTouching: box.
TroughObstacles

moveToExactObstacles: candidates
"Determine which candidates are in the path from the start to the end point of the
receiver's next movement using an exact but slower technique. We permit starting
on an obstacle.”
| onObstacles exactObstacles |
*Eliminate the obstacles we are currently on."
onObstacles « ObstacleSet new.
candidates addTo: onObstacles ifTouching: boundingBox.
candidates removeAll: onObstacles.
candidates isEmpty ifTrue: [self move. Teandidates).

exactObstacles « ObstacleSet new.
self projectedBoundingBoxesDo: [:box |

candidates addTo: exactObstacles ifTouching: box.

exactObstacles isEmpty ifFalse: [self center: box center. TexactObstacles]).
self move. TexactObstacles *none after all*

colliding

containsPoint: aPoint

"The containsPoint: method in Rectangle considers points on the bottom to be
outside.”

TboundingBox origin <= aPoint and: [aPoint <= boundingBox corner]

intersects: aRectangle
"The standard Rectangle intersects: uses < instead of <="
T(boundingBox origin max: aRectangle origin)
<= (boundingBox corner min: aRectangie corner)

spin: gameObject
“Add spin to the approaching object. Generally does nothing.”

Tself
Class BasicGameObject
class BasicGameObject
superclass GameObject
instance variables picture

instance methods
colliding

addTo: aSet if Touching: aRectangle
(self intersects: aRectangle) ifTrue: {aSet add: self]
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displaying

displayOn: aForm
“Display the picture.”
picture displayOn: aForm at: boundingBox origin

hideOn: aForm
“Restores the background of the receiver.”
underneath displayOn: aForm.
underneath < Form extent: 0@0

showOn: aForm
*Previously hidden, become visible."
"First, save the background of the object for later restoration.”
underneath « Form extent: boundingBox extent.
aForm displayOn: underneath at: 0@0 - boundingBox origin.
underneath offset: boundingBox origin.
"Second, display it."
self displayOn: aForm

Class Ball

class Ball

superclass BasicGameObject
instance variables *none”

instance methods

instance initialization

initialize

super initialize.

boundingBox « Display extent // 2 extent: 8@8
relnitialize

picture « (Form dotOfSize: self extent x) offset: 0@0

query/modification

radius
Tself extent // 2

radius: aninteger
self extent: 2*aninteger

boundingBox: aRectangle
“Make sure it's square.”
| diameter |
diameter « aRectangle width roundTo: 2.
super boundingBox: (aRectangle origin extent: diameter@diameter)

Class Brick

class Brick

superclass BasicGameObject
instance variables “none"”
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instance methods
instance initialization

initialize
*Create a reasonably sized brick."
| width |
super initialize.
width « Display extent x // 20.
boundingBox « 0@0 extent: width@{width//3)
relnitialize
*Create a black outline with a gray interior."
picture « (Form extent: boundingBox extent)} black.
{Form extent: boundingBox extent - (4@4)) gray
displayOn: picture at: 2@2 clippingBox: picture boundingBox
rule: Form over mask: nil

moving

recoilOn: aForm

"React graphically to having been bumped (default is to do nothing).”
self hideOn: aForm; superRelease

Class Paddle

class Paddle

superclass BasicGameObject
instance variables "none”

instance methods
instance initialization

initialize

“Initialize the paddle.”

super initialize.

boundingBox < 0@0 corner: (Display extent // (10@30)).

self center: (Display extent x // 2) @(Display extent y - 50)
relnitialize

“Create a black rectangle.”

picture « {Form extent: boundingBox extent) black

moving

velocity
T(Sensor cursorPoint x - self center x) @ self centery
move
*Move to the mouse location (horizontally only).”
self center: Sensor cursorPoint x @ self centery

colliding

spin: gameObject
*Add spin to the game object.”
I speed |
{speed <« self velocity x) > 0
ifTrue: [gameObject direction: gameObject direction + 10].
(speed < 0) ifTrue: {gameObject direction: gameObject direction - 10]
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Class Side

class Side
superclass BasicGameObject
instance variables “none”

instance methods
instance initialization
relnitialize

“Create a gray rectangle.”
picture « {Form extent: boundingBox extent) gray

Class CompositeGameObject

class CompositeGameObject
superclass GameObject

instance variables parts

class methods
instance creation

withAllParts: aCollection
"Constructs a composite object with the given elements as parts.*
Tself new addAllParts: aCollection; relnitialize

hierarchicallyWithAllParts: aCollection
"Constructs a composite object with the given elements hierarchically decomposed
into a binary tree of composite game objects parts.”
aCollection size <= 2 ifTrue: [ Tself withAllParts: aCollection].
Tself withAllParts: (Array
with: (self hierarchicallyWithAllParts:
(aCollection copyFrom: 1 to: aCollection size // 2))
with: (self hierarchicallyWithAllParts:
(aCollection copyFrom: aCollection size // 2 + 1 to: aCollection size)))

instance methods
instance initialization

initialize
“Initialize to no parts.”
super initialize.
parts « Set new.

relnitialize
"Recompute the bounding box for the whole as the unions of those for the parts.”
boundingBox « parts isEmpty
ifTrue: [0@0 corner: 0@0)
ifFalse: [parts
inject: (parts detect: [:part | truel) boundingBox
into: [:box :part | box merge: part boundingBox])

inside Smalltalk



part manipulation

Tparts

addPart: part
*Adds the new part to the existing collection of parts.”
parts add: part. part container: self

removePart: part
*Removes the old part from the existing collection of parts.”
parts remove: part. part container: nil

addAllParts: aCollection
*Adds the new parts to the existing collection of parts.”
parts addAll: aCollection.
parts do: [:anObject | anObject container: self]

colliding

addTo: aSet ifTouching: aRectangle
(self intersects: aRectangle) ifTrue: [
parts do: [:part | part addTo: aSet ifTouching: aRectangle]]

displaying

displayOn: aForm
*Display all its parts.®
parts do: [:part | part displayOn: aForm].

hideOn: aForm
*Hide all its parts.”
parts do: [:part | part hideOn: aForm].

showOn: aForm
*Show all its parts.”
parts do: [:part | part showOn: aForm].

Class BrickWall

class BrickWall

superclass CompositeGameObject
instance variables “none”

class methods
instance creation
with: aSampleBrick

| rowsOfBricks bricksPerRow |
rowsOfBricks ¢ 5.

bricksPerRow « (Display extent x // aSampleBrick extent x) + 1. “to handle

truncation”
Tself new

relnitializeAt: 0@50 extent: bricksPerRow@rowsOfBricks with: aSampleBrick
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instance methods
instance initialization

relnitializeAt: wallBase extent: aPoint "xBricks@yBricks" with: aSampleBrick
"Initialize a wall.”
| brickSize bricksPerRow rowsOfBricks xOffset yOffset delta start |
“Initialize the wall parameters.”
brickSize «~ aSampleBrick extent.
bricksPerRow « aPoint x.
rowsOfBricks < aPoint y.

"Create the wall out of properly positioned bricks."
self addAllParts:
((0 to: rowsOfBricks-1) collect: [:brickRow |
xOffset « brickRow odd ifTrue: [(brickSize x//2) negated] ifFalse: [0].
yOffset « brickRow*brickSize y.
delta « brickSize x@0. start « wallBase + (xOffset@yOffset) - delta.
CompositeGameObject hierarchicallyWithAllParts:
{(1 to: bricksPerRow+1) eollect: [:brickindex !
start « start + delta.
Brick new boundingBox: (start extent: brickSize}))]).

"Determine the overall wall boundaries.”
self relnitialize

Class Sides (a composite of side elements)

class Sides
superclass CompositeGameObject
instance variables “none"

instance methods
instance initialization

initialize
"Create three sides (no bottom)."
| thickness |
super initialize.
thickness « 10.
self
addPart: (Side new "left side”
boundingBox: (0@0 corner: thickness@Display extent y));
addPart: (Side new “top”
boundingBox: (0@0 corner: Display extent x@thickness));
addPart: (Side new "right side"
boundingBox: (Display extent x - thickness@0 corner: Display extent));

relnitialize.
Class ObstacleSet
class ObstacleSet
superclass Set
instance variables "none”
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instance methods
collision

addTo: anObstacleSet ifTouching: aRectangle
self do: [:aGameObject |
aGameObject addTo: anObstacleSet ifTouching: aRectangle]

pushOff: approachingObject
*A simple test is used to determine the direction in which to push off an
approaching object. Consider one of the possible four cases: that the bottom left
corner of the object has met (is inside) the receiver; e.g., a8 wall. Then we will push
it towards its center (more specifically, to the right and up; i.e., +1@-1). We do this
for all corner points and then sum up the contributions. If it is opposite to the
direction of the approaching object, we reverse its direction."
| delta box |
delta « 0@0. box « approachingObject boundingBox.
self do: [:obstacle |
{obstacle containsPoint: box origin) ifTrue: [delta « deita + {1@1)].
{obstacle containsPoint: box bottomlLeft) ifTrue: [delta « delta + (1@-1)].
(obstacle containsPoint: box topRight) ifTrue: [delta « delta + (-1@1)).
{obstacle containsPoint: box corner) ifTrue: [delta « delta + (-1@-1)]).
(delta x * approachingObject velocity x) negative
ifTrue: {approachingObject reverseXDirection).
(delta y * approachingObject velocity y) negative
ifTrue: [approachingObject reverseYDirection]

recoilOn: aForm
self do: {:obstacle | obstacie recoilOn: aForm].
spin: gameObject
*Add spin to the approaching object.”
* self do: {:obstacle | obstacle spin: gameObject]

Class GameForm

class GameForm
superclass Form
instance variables modifiedArea

instance methods
displaying

copyBits: aRectangle from: aDisplayObject at: aPoint clippingBox: clipRectangle
rule: rulelnteger mask: aForm
| newArea |
newArea « aPoint extent: aRectangle extent ,
modifiedArea < modifiedArea isNil
ifTrue: InewArea) ifFalse: [modifiedArea merge: newArea).
super copyBits: aRectangle from: aDisplayObject at: aPoint
clippingBox: clipRectangle rule: ruleinteger mask: aForm

display
modifiedArea isNil
ifTrue: (super display]

ifFalse: [self displayOn: Display at: 0@0 elippingBox: modifiedAreal.
modifiedArea « nil
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10.5 SUMMARY

This chapter has focused on the use of graphics and graphics-oriented techniques. Examples

focused on three major examples:

* A film loop facility that integrates simple animation, flicker-free displays, storage
of graphical forms on disk, and object mutation.

* A magnifying glass that illustrates mouse control, bitblt rule selection, and
techniques for displaying circular rather than rectangular forms.

* A simple video game that illustrates the evolutionary approach characterizing the
design and development of Smalltalk applications.

10.6 EXERCISES

The following exercises are intended to cause some of the material presented in this chapter
to be reviewed and elaborated upon. Not all questions have the same degree of difficulty.

1. Extend the film loop facility so that 3. Create a class of forms called
speed can be controlled with mouse CircularForm that captures the func-
buttons; e.g., speeding up with the tionality of the magnifying glass.
red button and slowing down with the Optionally, reimplement the magni-
yellow button. fying glass with this more flexible

2. Extend the magnifying glass applica- form.
tion so that magnification can be ei- 4. Generalize the CircularForm class to
ther increased or decreased while the arbitrary shape. How does this gener-
magnifier is being used. More specif- alization compare with opaque forms?
ically, during magmflcauon., .lf _the 5. Extend the video game to allow any
user types the + key, magnification . .

. . . number of balls to be in play simul-
is to be increased by 1 unit; con- . .
. taneously. Alternatively, permit a
versely, if the user types the - key, . k
KA grid of paddles to be used; i.e., what
magnification is to be decreased by .
. . appears to be a larger paddle with
1. Alternatively, use the technique roct lar hol
suggested for Problem 1. ctangular holes.
10.7 GLOSSARY

selected terminology

disk form A form variant in which the data frame rate The speed at which a film is dis-

resides in a file. played.

film loop A never ending movie in which the hot spot A point that is considered to be the

end is spliced with the beginning; i.e., a center of a picture.

circular sequence of frames repeatedly dis-
played at a fast enough rate to provide the
illusion of motion.
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magnifying glass A facility that permits a cir-
cular area under the mouse to be magnified
when the red button is down; illustrates
processing required to draw circular forms.

Chapter 10 Graphical Applications
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object-oriented design A methodology for
software development; much more powerful
when integrated with a prototyping facil-

ity.




Class Index

SYSTEM CLASSES

Arc, 430-432, 439-440
ArithmeticValue, 246, 255
Array, 281-282
ArrayedCollection, 281-283
Association, 305-306

Bag, 353-357

Bitblt, 392-402
BlockContext (Blocks}, 214-220
Boolean, 220-223
Character, 274-275

Circle, 430-432, 439-440
Cursor, 424

Curve, 430-432, 437-438
Date, 265-273

Dictionary, 304-310
DisplayBitmap, 427
DisplayMedium, 402, 408-412
DisplayObiject, 402-408
DisplayScreen, 427-428
DisplayText, 402,
ExternalStream, 282

False, 180, 220-223
Filename, 340-342

Float, 247-260

Form, 402, 412-421
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FormBitmap, 427

Fraction, 247-260
IdentityDictionary, 304-310
ldentitySet, 353-367
InfiniteForm, 402, 421
InputSensor, 427

Integer, 247-265
InternalStream, 282
Interval, 327-329
LimitedPrecisionReal, 246
Line, 430-432, 435-436
LinearFit, 430-432, 437
LinkedList, 343, 351-353
List, 363-370

Magnitude, 245-276
MappedCollection, 324-327
Message, 210-211

Number 247-265

Object, 181-188
OpaqueForm, 392, 421-424
OrderedCollection, 343-350
Path, 402, 430-439
PeekableStream, 282

Pen, 447-451

Point, 380-392



PositionableStream, 282
Random, 275-276, 330
ReadStream, 334-340
ReadWriteStream, 334-340
Rectangle, 380-392

RunArray, 324-327
SequenceableCollection, 281-283
Set, 353-357

SortedCollection, 343, 350-351
Spline, 430-432, 438-439

DEMONSTRATION CLASSES

AbsoluteTime, 269-273
Binary Tree, 223-233
BitString, 262-265
Complex, 44-45
ConstrainedPen, 59-60
DiskForm, 464-469

GLOBAL VARIABLES

Display, 49, 427
Sensor, 427

Class Index

Stream, 329-342

String, 317-324

Symbol, 317-324
SystemDictionary, 283
Text, 317-324
TextStream, 340

Time, 265-273

True, 180, 220-223
UndefinedObject, 213-214
WriteStream, 334-340

Ellipse, 440-444
Indirection, 211-213
MagnifyingGlass, 469-485
RangedRandom, 275-276
SimpleFilmLoop, 457-462
VideoGame, 485-503

Smalitalk, 49-50
Transcript, 49,71
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Index

A

Abstract class, 60
Abstract data type, 8

Abstraction
abstract data type, 8
information hiding, 8, 23-24

representation, 24, 42-43,51-53, 181, 186-188

Animation, 408, 429-430
Anthropomorphic programming, 1
Assignment, 30

Binding
dynamic binding, 12-13, 29-30
shallow versus deep copying, 198-200, 287
static binding, 12
variable binding, 30, 184-186
Bit manipulation, 260-265
Bitblt {see Forms)

Block, 32-39, 179, 214-220
block arguments, 48
block temporaries, 48

Borders, 408-412

Browsers, 71, 99-132

kind,
category browsers, 123-124
class browsers, 123-124
class hierarchy browsers, 126-127
file-list browsers, 135-139
message browsers, 125-126
message category browsers, 124-125
message-set browsers, 127-132

_ system browsers, 101-123

using,

adding a class, 114
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adding and modifying class
comments, 115
adding class categories, 119
adding method categories, 116-118
adding methods, 118-119
determining class references, 132
determining class variable
references, 131-132
determining implementers, 128-129
determining instance variable
references, 131-132
determining global references, 132
determining senders, 127-128
finding a class, 104
finding a method, 109
getting explanations, 109-110
modifying a method, 112-114
modifying class definitions, 119-120
removing classes, categories, and
methods, 122-123
renaming classes and
categories, 121-122
viewing a class definition, 104-106
viewing methods, 107-108
viewing the class hierarchy, 106-107

C

Categories, 41
class, 119
method, 41, 116-118
Class, 10-11, 40, 43, 233-237
abstract, 60
categories, 41, 119
meta class, 233-237
subclass, 15, 51
superclass, 15, 43
Class variables, 42-43



Coercion {see converting)
Collections

characterization (overview), 281, 299-300, 330,

343, 353-354
comparing collections, 291-292
converting, 287-290, 322-323
creating collections, 286, 290, 300-304,
331-332, 343-345, 356
creating collection subclasses, 367-370
keyed classes, 284, 298-329
ordered classes, 284, 342-353
sequencing, 292-298, 310
streamable classes, 284, 329-342
unordered classes, 284, 353-3567
Colors, 408-412
Conditional expressions, 33-35
Confirmers, 79-80
Control Structures, 32-39
assignment, 30
blocks, 32-39, 179, 214-220
comparison with Pascal, 32-37
conditional expressions, 33-36
looping expressions, 35-37
return expressions, 38
user-defined, 39, 218-219, 296-298
Converting, 201-206, 248-255, 266-267,
274-275, 287-290
Copying
shallow versus deep copying, 198-200, 287
variable binding, 30, 184-186
Cursors

creating, 426
existing, 424-426

Debuggers, 148, 160-174
breakpoints, 1568
single stepping, 165-174
Differential programming, 51, 100
Double dispatching, 254-255
Dynamic binding, 12-13, 29-30

Encapsulation, 5-6

Index

Files, 282,284-285, 329-332, 340-342
filingin, 135
filing out, 133-135
printing, 136

Forms, 390, 398-421
borders and colors, 417-418
combination rules, 396-400, 417
converting, 418
creating, 400, 414-415
displaying, 416-417
halftones, 396, 417
region filling, 420-421
transforming, 418-421

Garbage collection, 32
Generality number, 250-254
Generalization, 14
Graphics
animation, 408, 429-430
characterization {overview), 402-403
cursors
creating, 426
existing, 424-426
display medium
borders and colors, 408-412
displaying, 412
displayable object
displaying, 403-407
forms and bitblt, 390, 398-400, 414-421
graphical interaction, 428-430
graphical model, 378
opaque forms, 423
paths, 432-439
pens, 447-451
points, 380-391
rectangles, 380-392
rubber-banding, 436
Graphical Applications
disk forms, 464-469
film loops, 457-469
magnifying glasses, 469-485
video games, 485-503
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H

Hashing, 200-201, 246-247

Identity versus equality, 200-201
Image

image file, 140

updating the image, 139-141
Information hiding, 8, 23-24
Inheritance, 13, 51-62

multiple, 237-239
Inspectors, 148-155, 193-195

dictionary inspectors, 152-155
Instance, 10-11, 40

Instance variables, 10, 42-43, 46-47, 182

indexed, 47, 182-183
named, 47, 182-183

K

Keyed classes, 284, 298-329

L

Literal, 24-25
collections, 286-287
introduction, 24-26
numbers, 247-248
Looping expressions, 35-37

Magnitudes
bit manipulation, 260-265

characterization (overview), 245-246

comparing, 246-247

converting, 248-255, 266-267, 274-275
creating number subclasses, 2569-260

dividing, 255-258
double dispatching, 254-255
generality number, 250-254

mathematical operations, 2568-259

truncating, 255-258

Mathematical operations, 258-259
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Menus, 75

blue button menu, 75
quit menu, 93-94

red button menu, 72-73, 78-79, 83, 85-87, 102
system menu, 75
yellow button menu, 75

Message-passing, 6, 25
Method, 6, 23, 43, 45

categories, 41, 116-118
method arguments, 48
method lookup, 563
method temporaries, 48

Messages, 7, 25-29

binary, 26
cascaded, 28-29
keyword, 26-27
priority, 28
receiver, 7,25
selector, 7, 25
unary, 25-26

Meta class, 233-237
Meta operations, 195-198

perform:, 206-208
become:, 208-210, 465-467
doesNotUnderstand:, 210-211

Mouse, 73

double clicking, 87, 95
dragging, 86, 95
selection, 70, 72

extended selection, 70
single clicking, 70, 95

Notifiers, 148, 165-160

o

Objects

coercion {see converting)
converting, 201-206, 248-2565, 266-267,
274-275, 287-290
hashing, 200-201,246-247
identity versus equality, 200-201
meta-operations, 195-198
perform:, 206-208
become:, 208-210, 465-467
doesNotUnderstand:, 210-211
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printing and storing, 201-206, 248-249,
332-333
reading, 203-206
representation, 24, 42-43, 51-53, 181, 186-188
shallow versus deep copying, 198-200, 287
Object-Oriented Terminology
arguments, 7, 25
class, 10-11, 40, 43, 233-237
abstract, 60
meta class, 233-237
dynamic binding, 12-13, 29-30
encapsulation, 5-6
garbage collection, 32
generalization, 14
inheritance, 13, 51-62
multiple, 237-239
instance, 10-11, 40
message, 7, 25-29
message-passing, 6, 25
method, 6, 23, 43, 45
method lookup, 53
object, 9, 23
overloading, 28
polymorphism, 11
protocol, 6, 23, 41
class, 41
instance, 41
receiver, 7, 25
selector, 7, 25
specialization, 14
static binding, 12
subclass, 15, 51
superclass, 15, 43
variable binding, 30, 184-186
Opaque forms, 423
creating, 423
displaying, 423
Ordered classes, 284, 342-353
Overloading, 29

P

Paths, 432-439
creating, 432, 435, 437-439
displaying, 434-435
sequencing, 433
transforming, 434

Pens, 447-451
creating, 447-448

Index
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scribbling and doodling, 448
turtle graphics, 449-451
Points, 380-391
arithmetic, 385-386
comparing, 386-387
converting 383, 385
creating, 380-381
polar coordinates, 388
transforming, 390-391
truncating and rounding, 387-388
Polymorphism, 11
Pool dictionaries, 43, 49
Printing and storing, 201-206, 248-249,
332-333
Private variables, 46

Programming Styles
anthropomorphic programming, 1
differential programming, 51, 100
programming by classification, 9
programming by extension, 100
programming by personification, 1
programming by simulation, 1
programming with inheritance, 13
programming with polymorphism, 11
programming with specialization and

generalization, 14

Prompters, 80
Protocol, 6, 23, 41
class, 41
instance, 41
Pseudo-variables, 50

self, 50
super, 57-58

Receiver, 7, 25

Recovery
surviving a crash, 141
Rectangles, 380-392
comparing, 387
converting 383
creating, 380-382
transforming, 390-392
truncating and rounding, 388

Return expressions, 38
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S
Selector, 7, 25
self, 50
Sequencing, 292-298, 310, 433
Shallow versus deep copying, 198-200, 287
Shared, 46, 49-50
global, 49
pool, 49-50
Specialization, 14
Streamable classes, 284, 329-342
Subclass, 15, 51
super, 57-58
Superclass, 15, 43

System files,
changes file, 140-141
image file, 140
updating the image, 139-141
sources file, 140

T

Temporary variables, 38, 46-48
method arguments, 48
method temporaries, 48
block arguments, 48
block temporaries, 48
Text editing, 85-93
cutting, copying, and pasting, 88
deleting text, 88
evaluating text, 90-91
do it, 90-91
print it, 90-91
syntax error, 91-93
inserting text, 86
repeating commands {(again), 83-90
replacing text, 87-88
selecting text, 86-87
undoing, 89-90
Transcript, 71

v
Unordered classes, 284, 353-357

v

Variables
class variables, 42-43
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w

instance variables, 10, 42-43, 46-47, 182

indexed, 47, 182-183
named, 47, 182-183
pool dictionaries, 43, 49
private, 46
pseudo-variables, 50
self, 50
super, 57-68
scope, 46-50
shared, 46, 49-50
global, 49
pool, 49-50
temporary variables, 38, 46-48
block arguments, 48
block temporaries, 48
method arguments, 48
method temporaries, 48

Window Types

browsers, 71, 99-132
kind, 101-132, 135-139
using, 104-123, 127-132
confirmers, 79-80
debuggers, 148, 160-174
breakpoints, 1568
single stepping, 165-174
inspectors, 148-155, 193-195
dictionary inspectors, 152-155
notifiers, 148, 155-160
prompters, 80
transcript, 71
workspace, 71
system workspace, 71

Window Usage

closing, 79
collapsing, 79
creating 77
framing, 79
making active, 72
moving, 79
relabelling, 80
scrolling, 81-85
selecting under, 79

Workspace, 71

system workspace, 71
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